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Figure 1. Overview of the video editing pair generation paradigm with pixel-pair temporal warped flow field. For any given image
editing training sample of a task, we can obtain video editing samples in real time via this field that enable the model to learn the video
editing capability for this task. Such video editing samples align with the model’s cognitive patterns, eliminating the need to adapt them
to conform to human perception. In this paper, all video editing tasks of interest are trained jointly only with our online generated video
samples; the bottom-right corner illustrates an editing result for object insertion. Please refer to Sec. 4.3 for more results.

Abstract

In line with the prevailing direction of vision research, we
explore the integration of both generation and editing capa-
bilities for video and image modalities within a single model.

§Project lead. T Corresponding authors.

Current approaches to collecting video editing data typically
depend on labour-intensive, time-consuming curated proce-
dures—involving object mask annotation, the use of error-
introducing pair synthesis via 12V model and ControlNet-
like guidance, and VLM-based quality filtering or refine-
ment—and demonstrate limited task scalability. As a result,
the diversity of editing tasks remains substantially narrower



than that available for image editing models. We develop a
pixel-pair temporal warped flow field that can directly gen-
erate corresponding video editing samples in real time from
image editing samples, and we demonstrate across multiple
levels of video editing tasks that a model can learn video edit-
ing using only such data. We regard the image modality as
a particular form of the video modality. Accordingly, we de-
sign a modality mimic generation loss and a modality mimic
editing loss to relatively align the capabilities—and thereby
the output distributions—of the two modalities through mu-
tual imitation. Moreover, language-based visual editing en-
tails the comprehension of the editing instruction and the
reference visual content, the localization of the region cor-
responding to that instruction within the reference visual
contents, and the modification of that region alone. Existing
approaches predominantly rely on external aids, such as fine-
tuning an additional MLLM or explicitly supplying a mask
sequence as auxiliary input during inference. In contrast, we
aspire for the model to internalize this capability. To that end,
we introduce sense-related tasks—for instance, referring ex-
pression segmentation—along with corresponding editing-
region-aware latent-level loss and attention-level loss. Due
to file size constraints, the figures in the arXiv file have been
heavily lossy-compressed. Please visit the uncompressed
file at: https://huggingface.co/datasets/
FlowMimic /Uncompressed/blob/main/main.
pdf.

1. Introduction

“Why didn’t they ask Evans?”

— Agatha Christie, Marple

The construction of video editing datasets [1-6] cur-
rently relies on labour-intensive pipelines such as annotat-
ing object masks via multimodal large language models
(MLLMs) [7] including vision-language models (VLM) [8,
9] like SAM [10, 11], DINO [12], and Qwen-VL [13-15]
followed by inpainting, carefully curating video clips to form
editing pairs, or generating video sequences from image pairs
using image-to-video (I2V) models guided with control sig-
nals [16] in an error-introducing manner. These paradigms
are typically task-dependent, and the generated video editing
samples need to be filtered and refined by the manual, VLM-
driven, or RL-driven [17] procedures. This raises two critical
questions: (1) Can we acquire video editing representations
without such elaborate and poorly scalable processes, and
(2) must the video editing training samples consist of human-
intelligible temporal content for models to learn how to
perform temporal editing according to the text instructions?
Much like the principle in Agatha Christie’s Why Didn’t They
Ask Evans?', we argue for a simpler, more model-centric
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direct approach: a scalable paradigm that leverages only ex-
isting diverse image editing samples to real-time generate
video editing samples suited to model learning.

The central issue is how models develop temporal editing
competence. We posit that models do not require video pairs
that conform to real-world coherence; rather, temporal con-
sistency of pixel-level editing correspondences—anchored
on the first frames of the input and edited video—suffices.
Even if objects deform unnaturally in subsequent frames,
models can still learn frame-consistent pixel-aligned edit-
ing relationships. Thus, at inference, given a real source
video and the optional reference images, the model yields a
naturally coherent editing effect.

As illustrated in Fig. 1, we take the multi-reference styl-
ization editing task as an example, where the style of a
reference image is transferred to the content of the source
image. By viewing both the input and target images as sets
of points (pixels), our objective is to maintain the pixel-wise
editing correspondences consistently across time. Our naive
motivation is to let each spatially corresponding pixel-pair
“travel” or “random walk” freely and synchronizedly through
time while maintaining its spatial correspondence in every
arriving frame plane. Once the model learns this temporal re-
lationship, performing editing on human-intelligible videos
during inference becomes a natural outcome. We construct
a 3D grid for both the input and target image, treating each
as a canonical image, and build a pixel-pair 4D temporal
warped flow field via grid inverse sampling. Our underlying
intuition is to expose the model to clusters of corresponding
point flows, thereby enabling the temporal attention compo-
nent to perceive how the editing effect from the first frame
pair—the image modality—is maintained throughout the
video sequence. Specific details are deferred to the method-
ology section in Sec. 3.2. Experiments in Sec. 4 confirm this
approach, showing generalized editing performance across
diverse mixed editing tasks based on a pretrained Text-to-
Image-Video (T2IV) model [18]. Our experiments demon-
strate that, with a low learning rate warmed up from 5 x 106
to 1 x 1075, the model begins to exhibit initial responsive-
ness to these video editing tasks within only a few thousand
training steps.

Current methods for joint video and image modelling in
generation and editing often rely on a two-stage training
paradigm: training first on the image modality and then in-
corporating video data [18], or performing post-training on
existing T2IV models with additional video and image edit-
ing data [19, 20]. The key distinction between processing
these two modalities is the presence of temporal attention.
An interesting observation is that the synthetic-aware appear-
ance of images generated by some T2IV models is often
more pronounced than that of the first frame in a generated
video, as exemplified in Fig. 3. In other words, the first frame
of a multi-frame generated video often exhibits better pho-
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torealism compared to a single-frame generated image. In
fact, we conceptualize an image as a special single-frame
video modality. Consequently, we intend to align the output
distributions of the video and image modalities for both gen-
eration and editing tasks. That is, to make the distribution
of Text-to-Image (T2I) closely match that in Text-to-Video
(T2V), and similarly, the distribution of Image-to-Image
(I2I) closely match that in Video-to-Video (V2V). In other
words, we aim to treat the image and video modalities as a
unified modality in terms of output distribution. To achieve
this alignment, we design two loss functions: the first-frame
modality mimic generation loss and the first-frame modality
mimic editing loss. The former encourages the T2I gener-
ation ability of the model to mimic its photorealistic T2V
counterpart, while the latter encourages the V2V editing re-
sponse of the model to mimic its I2I counterpart, which is
an easier task and therefore converges faster, as illustrated in
Fig. 5.

Contemporary visual editing approaches frequently in-
corporate mechanisms to enhance visual-cognitive under-
standing. Some methods [21-23] provide explicit masks
during inference to distinguish editing regions, while some
propagation-based methods [24] introduce an auxiliary
editing-region-mask predicting module during training.
Many mainstream works [19, 20, 25] integrate MLLMs
with connectors, either frozen or fine-tuned, to refine vi-
sual and textual tokens, leveraging MLLMs capabilities to
localize the editing region. In this work, we aim to enhance
the model’s capabilities in natural language understanding,
visual comprehension, cross-modality matching between tex-
tual instructions and visual regions, and editing-region-aware
editing. This enables the model to locate the intended editing
region within a reference video or image based on an editing
instruction and to modify only that specific area. In contrast
to approaches that rely on an auxiliary editing-region mask
sequence as input during inference, or those that leverage
the priors of MLLMs with the trade-off of including large
model parameters, we aim for the model to internalize these
abilities. To this end, we introduce sense-related tasks, in-
cluding the referring expression segmentation task and the
sense select task, and corresponding editing-region-aware
latent-level and attention-level losses.

To validate the feasibility of our data paradigm and algo-
rithms, we employ a lightweight model and an online gen-
eration manner for video editing samples. Specifically, we
perform post-training on a pretrained T2IV model Wan2.1-
T2V-1.3B [18] and adapt the model architecture for editing
tasks, including introducing a reference-inject self-attention
mask. To validate our data paradigm, we employ only image
editing samples and the video editing samples generated on-
line from image editing samples via the pixel-pair temporal
warped flow field during training. In other words, we use no
other specially curated video editing data.

Our model, FlowMimic, demonstrates effective editing
across multiple categories after mixed editing task training,
which is illustrated in Sec. 4.3. In practice, based on these
experiments, whenever a loose layout correspondence exists
between the source and target editing images for a specific
video editing task, the video editing data from the pixel-wise
temporal warped flow field enables the model to learn the
associated video editing ability. Our experiments in Sec. 4
also demonstrate that, compared with the pretrained T2IV
model, FlowMimic yields more camera-authentic T21 results
in the image modality, and the output distributions of its
video editing and image editing results are relatively aligned.
Analysis of the cross-attention maps in Fig. 28 shows that
the model can reliably localize a textual phrase to its cor-
responding visual region in the reference input. Its perfor-
mance across diverse editing tasks further confirms that it
could identify and edit only the intended editing region. That
is to say, the model has assimilated the essential capacity
for editing-region-aware editing to some extent, which is
underpinned by the accurate comprehension of the editing
instruction and the reference visual input, precise localiza-
tion of the mentioned subject within the visual input, and
the disciplined modification of solely that region. Besides,
as shown in Fig. 21, with referring expression segmentation
image editing samples and the video counterparts online
generated, FlowMimic achieves a SAM3-like capability of
segmenting and temporally tracking the language-described
objects in videos, such as “a girl in yellow”, illustrating the
advantage of our pixel-aligned data paradigm for high-level
video tasks like referring expression segmentation and se-
mantic segmentation. The contributions can be summarized
as follows:

* We abstract the essence of video editing learning as the
temporal maintaining of pixel-level editing effect, pro-
pose and model a temporal point-flow warped field to
scalably generate video editing data in real time from
image editing samples alone, demonstrate the effective-
ness of this pixel-aligned paradigm towards learning video
editing across diverse-level editing tasks, and reveal its
promising extensibility to high-level video tasks such as
segmentation-related tasks, low-level video tasks such as
video deblurring, and controllable video generation such
as condition maps to video.

* We posit that a model trained concurrently on both im-
age and video modalities for generation and editing tasks
should yield relatively aligned output distributions across
the two modalities, as the image modality is essentially a
special case of a video modality. Accordingly, we design
a modality mimic generation loss and a modality mimic
editing loss.

* The capacity for language-based visual editing fundamen-
tally requires a model to comprehend the instruction and
the reference visual inputs, localize the corresponding



region in the reference visual input, and modify it ex-
clusively. Rather than relying on fine-tuning additional
modules such as VLMs with connector adaptation or as-
sisted mask sequence inputs, we endow the model with
this internalized ability through introducing sense-related
tasks and corresponding editing-region-aware latent-level
and attention-level losses.

2. Related Work
2.1. Extensive Image Editing Datasets

In recent years, the scale of publicly available image editing
datasets has continued to expand, with different datasets ex-
celling in distinct aspects. We briefly introduce several exam-
ples below. MagicBrush [26] is a manually annotated dataset
for instruction-based real image editing. It comprises over
10K triplets of source images, editing instructions, and target
images. Pico-Banana-400K [27] is a 400K image dataset for
instruction-based image editing. It is constructed by leverag-
ing Nano Banana’ to generate editing pairs from real pho-
tographs. It maintains content preservation and instruction
faithfulness through MLLM-based quality scoring and cu-
ration. Moreover, GPT-IMAGE-EDIT-1.5M [28] contains
more than 1.5M high-quality editing triplets. It leverages
GPT-40’ to unify and refine three existing image editing
datasets. ImgEdit [29] comprises 1M curated editing pairs,
which contain novel and complex editing tasks.

2.2. Video Editing Data Curation Paradigms

In recent years, to advance the field of video editing, re-
searchers have also devoted considerable effort to creating
video editing training data. InsV2V [1] constructs a synthetic
video editing dataset to overcome the scarcity of naturally
paired videos. The method adapts the Prompt-to-Prompt [2]
approach on a video diffusion model, while utilising paired
text prompts from both image caption and video caption
sources. The generated 16-frame video samples are then
filtered using CLIP-based [30] metrics. Sefiorita-2M [3] col-
lects videos online. Its dataset is created by orchestrating a
pipeline of specialized editing experts—including local and
global stylizers, a remover, and an inpainter—applied to the
sourced videos. The resulting video pairs are then filtered
using CLIP-based metrics and trained classifiers to ensure
quality. Furthermore, Ditto [4] leverages edited key-frames
and depth maps to generate edited videos. Besides, InsViE-
IM [5] leverages a two-stage editing-filtering pipeline for
generating triplets from real-world videos. In the first stage,
it edits the first frame of each video and screens the best
edited sample. In the second stage, it edits videos via noise
inversion and the 12V model, and filters them with VLM:s.
OpenVE-3M [6] is constructed via a multi-stage pipeline
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that relies on orchestrating VLMs (e.g., GPT-40) and 12V
models (e.g., Wan2.1-12V [18]) to synthesize editing pairs.
This process involves intricate, category-specific generation
workflows followed by VLM-based filtering. Using rendered
data is also a viable approach for specific sub-tasks. During
the internship in early 2024, Dingyun Zhang proposed con-
structing camera-controllable body animation video training
data using a 3D game engine and Mixamo®. This approach
was later adopted in constructing training datasets for video
relighting [31] or recamera [32] tasks.

2.3. Video Editing Paradigms

Recent video editing paradigms can be broadly classified into
training-free and training-based approaches. For training-
free approaches, a prerequisite typically involves mapping
the source video to the initial noise of a pretrained video
model through an inversion technique. The success of the
subsequent editing process critically depends on the quality
of this initial noise latent, thereby imposing stringent require-
ments on the inversion method employed. AnyV2V [33] ap-
plies the existing image editing method on the first source
frame, inverts the source video into the initial noise of an
12V model, and injects the source video branch’s spatial con-
volution, spatial attention, and temporal attention features
to the editing video branch during DDIM [34] sampling.
Videoshop [35] introduces inversion with noise extrapola-
tion to improve the reconstruction quality of the source video
from the initial noise. Furthermore, ContextFlow [36] pro-
poses rectified flow [37] inversion towards object-related
video editing. It employs off-the-shelf image editing tools to
edit the first source frame, and a dual-path sampling process
to decouple reconstruction and editing.

Training-based video editing paradigms are pursued for
upgrading editing capabilities by either fine-tuning the
parameters of a video model or incorporating learnable
LoRA [38] parameters. 2VEdit [39] and GenProp [24] fine-
tune the 12V models by adding LoRAs, and propagate the
off-the-shelf first frame editing result to the rest of the video
like AnyV2V during inference. VACE [40] trains a plugged-
and-play context adapter to inject task concepts into the
pretrained T2V model. VideoPainter [21] introduces an ID-
Adapter to enhance the temporal identity consistency. More-
over, UNIC [22] fine-tunes a pretrained DiT-based [41] video
model and employs in-context learning. It introduces task-
dependent RoPE [42] and condition bias to differentiate the
editing tasks. Specifically, GenProp trains a mask predic-
tor to identify the editing region. VACE, VideoPainter, and
UNIC leverage the editing-region mask sequence provided
during inference to locate the editing region.

4https://www.mixamo.com/
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Figure 2. Overview of the pretrained T2IV model [18] and our modality mimic generation loss. The area to the left of the grey dashed line provides a schematic overview of
our adopted pretrained T2IV model, while the area to the right introduces the modality mimic generation loss used in our generation training step. The DiT blocks are shared
components across both sides of the dashed line. In the schematic illustrating the modality mimic generation loss, for better clarity, we present the newly created T2I sample as the
(M + 1)-th sample in the current training batch. In our implementation, this new sample replaces the first T2I sample in the current training batch. The flame symbol denotes that
the parameters in those parts are optimized during training, whereas the ice symbol denotes that the parameters in those parts remain frozen. Please refer to Sec. 3.1 and Sec. 3.3 for

details, respectively.

2.4. Task-specific Editing Models

Many methods focus on specific editing tasks, and we briefly
introduce some of them. Light-A-Video [43] is a training-
free video relighting method with a consistent light attention
module and a progressive light fusion strategy. ANYPOR-
TAL [23] is a method for video relighting and background
replacement. It is divided into three stages: background gen-
eration, light harmonization, and consistency enhancement.
VFace [44] proposes a plug-and-play method for video face
swapping. It introduces target structure guidance and fre-
quency spectrum attention interpolation for identity preser-

vation. KeyTailor [45] proposes a keyframe-driven details
injection strategy for video virtual try-on. It also introduces
a high-definition video try-on dataset across various gar-
ment styles. Some approaches employ additional conditional
signals to enable controllable editing, typically based on
ControlNet-like [16] or adapter-like modules. For example,
portrait animation method Rig-Your-Portrait [46] firstly com-
bines explicit 3D guidance (e.g., personalized mesh and
normal maps) and an identity-expression-illumination de-
coupling strategy with the video generation model, which
enables identity-preserving transferring of facial expressions,



head poses, or illumination from a driving image or video to
a reference portrait in a decoupling manner.

2.5. Unified IV Editing and Generation Methods

For training-based methods, an active line of recent research
focuses on developing unified models for multiple tasks
or for multiple modalities—in particular, image and video.
EditVerse [47] adopts a full self-attention transformer archi-
tecture, in which all text and visual inputs are tokenized and
concatenated into a single interleaved sequence. The method
also introduces a video editing dataset constructed via exist-
ing video editing models and VLMs. InstructX [19] provides
a unified framework for image and video editing. It uses a
VLM to encode the editing instruction and the source visual
input; the resulting queries are fed through a connector and
then replace the text embeddings in the DiT. UniVideo [25]
aims to unify video understanding, generation, and editing. It
likewise relies on a VLM for visual understanding, coupled
with a multimodal DiT (MMDiT) for generation. In the same
vein, VINO [20] performs both image and video generation
and editing within one framework, also employing a VLM
with an MMDIiT where multimodal inputs are encoded as
interleaved conditioning tokens and fed together with source
visual tokens to guide the diffusion process. Moreover, Omni-
video 2 [48] focuses on video generation and editing, and
similarly depends on a VLM to interpret the instruction and
source video into a target caption.

3. Methodology

FlowMimic builds upon the publicly available Wan2.1-T2V-
1.3B model [18], a pretrained T2IV model with attractive
foundational video generation capabilities. We employ this
relatively light model to conduct our experiments. This sec-
tion details our method. We begin with a brief overview of
Wan2.1’s core architecture and its flow matching loss [37]
in Sec. 3.1. We then detail our data paradigm centered on
a pixel-pair temporal warped flow field in Sec. 3.2. This
is followed by the introduction of the first frame modal-
ity mimic losses in Sec. 3.3, which treats video and image
modalities as a unified form and fosters mutual imitation
via a modality mimic generation loss and a modality mimic
editing loss. To enhance the model’s cognitive understand-
ing of cross-modality correspondence between the editing
region specified in the instruction and reference visual re-
gions, and to improve its editing-region-aware capability,
we introduce a referring expression segmentation [49] task
with corresponding latent-level editing-region-aware and
attention-level losses in Sec. 3.4. In Sec. 3.5, we present the
adjustments made to the model architecture for the editing
tasks. Moreover, we present additional details pertaining to
the editing tasks in Sec. 3.6. Finally, in Sec. 3.7, we briefly
introduce the common strategy of employing stylized T21

training data to enable the model to learn stylized T2V gen-
eration.

3.1. Preliminary of Wan2.1 and Flow Matching Loss

As illustrated on the left of Fig. 2, Wan2.1 is a T2IV
model built on Diffusion Transformers (DiT) [41]. Tak-
ing a video input as an example, a video sample Sy €
RANHDXHXWxC jg encoded by a 3D spatio-temporal VAE
into a latent representation z € RWVFDXLEIx1§]x16
which is then flattened and patchified into visual tokens
2. The first frame is only spatially compressed by the VAE
encoder. During training, given the timestep ¢ sampled from
a logit normal distribution p;, the latents are perturbed with
Gaussian noise ¢, yielding the noisy visual tokens Z, ;, and
pass through 3D spatio-temporal full self-attention [50] lay-
ers. Meanwhile, the text caption ¢, is tokenized by the
T5 [51] tokenizer and encoded into text embeddings by
the T5 text encoder. The noisy visual tokens Z, ; are subse-
quently denoised under the guidance of the text embeddings
via cross attention.

Following the flow matching [37] framework, the DiT
backbones learn to predict a velocity field v, that progres-
sively guides noisy samples towards the clean data manifold.
The core objective is to model a vector field that defines
straight line trajectories—the shortest and most efficient
paths—to transport samples from a simple noise distribu-
tion g (e.g., (0, 1)) to the target data distribution 7. This
formulation provides a stable and efficient training target
compared to stochastic diffusion paths. In practice, for a
given data sample (i.e., a video latent) z,, a noise latent
e ~ N(0,I) and a timestep ¢t € [0, 1] are sampled. Based
on the flow matching assumption, a linear interpolation con-
structs a straight path between them:

Zpt = (1 —1t)zp, + te. 1

The derivative of this path defines the target velocity:

=€— 2. (2)

The T2IV model g, conditioned on a caption c,, is trained
to predict this velocity:

’[)t = U’Q(gp,tvcpvt)a (3)

where 6 denotes the model parameters. The training objective
minimizes the mathematical expectation:

Lem = Ezpomy e (0.1) tmp: [Hue(’gpvtvcpvt) - thz} :
“4)
Critically, the target v; = € — 2, is constant for any ¢, provid-
ing a simple, time-invariant learning signal that encourages
better convergence and higher sampling quality.



3.2. Pixel-pair Temporal Warped Flow Field

As shown in Fig. 1, we introduce a scalable paradigm for
generating video editing training samples from a single im-
age editing sample. The core idea is that an image editing
pair, including the source and target images, can be viewed
as two spatially corresponding sets of points (i.e., pixels),
while a video editing pair is the “synchronous walk” of these
two sets of points (i.e., point flows) along the temporal axis.
Regardless of the time plane, points at the same spatial loca-
tion maintain editing correspondences. The learning essence
of video editing for a model lies in realizing and maintaining
pixel-level editing correspondences across the temporal axis.
To this end, we define a shared, time-varying deformation
field—a pixel-pair temporal warped flow field—that applies
identical spatial transformations to both the source and target
images, thereby producing a temporally coherent video pair
in which every frame maintains the same pixel-wise editing
relationship.

We construct video editing pairs online during training.
We first collect image editing pairs for tasks of interest, such
as relighting, stylization, head swapping, object insertion,
virtual try-on, and so on. During training, we randomly sam-
ple from these pairs, for instance, selecting a stylization
sample with a reference image.

Let (Iief, , Irefys - - - 5 Lref,, » Trar) denote the normalized im-
age editing sample. Specifically, I, is the source image,
{Iief, }i=2,... n are the optional reference images, Iy, is the
edited image, and I, I,y € R3*H*W In the example
of Fig. 1, If, is a photo of a young man, I, is a style
reference image in the style of a 3D animation, and I, is a
3D animated style photo of the young man referenced from
1 refy

We first construct the canonical sampling grids
GE G € [—1,1]H*WX2 that represent the normal-
ized coordinate space of the image editing pair (Ler, , liar)
respectively. As shown in Fig. 1, we take three spatially
corresponding pixel-pairs from the canonical base grid of
the source image and the canonical base grid of the target
image as illustrative examples, namely blue, green, and pur-
ple pixel-pairs. We aim to ensure that, on each subsequent
temporal frame plane, the intersection points of the trajec-
tories of these pixel pairs with that plane remain synchro-
nised and spatially aligned. To this end, for a given video
length F', we generate the 4D temporal deformation grids
Gref ’ Gar ¢ [71’ 1]F><H><W><2 with G;efl = @grefu [t] and
G¥ = G*t] fort € 0,1,..., F — 1 by applying a compo-
sition of randomized, time-dependent geometric transforma-
tions. Crucially, the same deformation sequence is applied
to source and target images, guaranteeing that the pixel-wise
editing mapping established in the first frame is preserved
throughout the sequence.

Given the base grid Gpase, the specific motion type M,
the frame number ¢, the motion strength hyperparameter

mapping function f, (M) depending on the motion type,
and sample-dependent random seed S, the deformation grid
at frame number ¢ is defined as:

Gy :W(GbasmM»tvfoc(M)aS)- (5)

The deformation grid depends on the random seed .S because
some parameters undergo sample-wise uniform sampling
within prescribed intervals defined by f, (M), thereby en-
hancing the diversity in the motion strength of the generated
videos. Besides, we ensure that the same random seed S is
supplied for both the source and target images of a given
sample, thereby guaranteeing that an identical deformation
sequence is applied to the pair. We use the term forward
motion type to denote constructing a video editing pair start-
ing from the original image pair, and reverse motion type to
indicate that the generated sequence ends with the original
image pair. Formally, let d(M) € {0, 1} be a direction func-
tion that indicates whether the motion type is forward (d=0)
or reverse (d=1), then:

GO = Gbasea if d(M) =0, (6)
Gr_1 = Gbaseaif d(M) =1

Subsequently, given the F'-frame grid sequence, we generate
the corresponding F' normalized video frames via a bilinear
grid inverse sampling operation. Formally, for each frame
index ¢, the source and target frames are computed as:

{ I;efl = g(IreflﬂG?ﬁ%

7
I;ar = g(Itary G%ar)7 ( )

where G denotes the bilinear grid inverse sampling operator.
The operation samples the input image at the coordinates
specified by the deformation grid, producing an output frame
of identical spatial dimensions. When sampled coordinates
fall outside the interval [—1, 1], we assign values reflected
across the border to those out-of-bounds grid locations.

We briefly introduce the warping functions WV for a sub-
set of motion types and their combinations in the following
paragraphs; indeed, motion types are fully customizable, and
can be specified or combined freely. Intuitively, we use pan-
based, zoom-based, and rotation-based motions to mimic
camera movements, while stretch-type and elastic-type defor-
mations simulate random shape, layout, or motion variations
of the editing objects or the entire scene.

Pan Motion Type. As shown on the right side of Fig. 1,
the pan motion transformation translates the point sets
along a specified direction. For a given base grid Gpase €
[—1, 1]7XWX2 4 translation distance o = f,, (M) > 0, and
a normalized temporal blending factor 7 = +5 € [0,1],
the warping function for rightward translation is defined as:

Gt = W(Gbasm pan right, ¢, «, S) = Grase + T (3) - (3



Explicitly, for each spatial position (h,w) in the grid:

Gt[ha w] = Gbase[h, w] + <T(.)a) . 9)

The blending factor 7 increases linearly from 0 at the first
frame (t = 0) to 1 at the final frame (t = F' — 1), thereby

generating a smooth change across the sequence. Similarly,
the other three cardinal pan directions can be formulated as:

W(Gbasea pan left, ¢, a, S) = Gbase = T (g> )

W(Gbasev pan up, t, o, S) = Gbase - T <2> 3

W (Ghase, pan down, t, o, S) = Gase + T 2) .

(10)
Other pan-based directions can be defined analogously. The
reverse motion type is obtained by reversing the generated
grid sequence. In particular, for pan motion types, when
sampled coordinates lie outside [—1, 1], we use the border
values for out-of-bound grid locations, which is intended to
account for cases in which the editing region is not yet fully
visible in the first reference frame.

Zoom Motion Type. The zoom motion transformation
scales the point sets uniformly over time, simulating camera
zoom-in or zoom-out effects. Given the base grid Gy, €
[—1, 1]H*WX2 ‘scaling bounds o = (Smin, Smax) Obtained
from f, (M), and a normalized blending factor 7 = - €
[0, 1], the warping function for a uniform zooming is defined

as:
Gbase

s(t)

where the time-dependent scaling factor s(t) is given by:

Gt = W(Gbase,M,t,Oé, S) =

(1)

Smin + 7 * (Smax — Smin), for M = zoom-in,

s(t) =
Smax — T * (Smax — for M = zoom-out.
(12)
Thus, a zoom-in motion linearly increases the scale from
Smin tO Smax, effectively enlarging the image content as the
coordinates are divided by a progressively larger number.
Conversely, a zoom-out motion decreases the scale from
Smax tO Smin, shrinking the apparent content. In this paper,
we set Spin = 1.0. The same scaling factor is applied to both

spatial dimensions, preserving the aspect ratio.

smin)v

Rotation Motion Type. The rotation motion transforma-
tion rotates the point sets about the origin over time, simu-
lating camera rotation effects. Given the base grid Gpase €
[—1, 1]H>WX2 "3 maximum rotation angle o = 60y > 0
(in degrees) obtained from f, (M), and a normalized blend-
ing factor 7 = 5 € [0,1], the warping function for a

uniform rotation is defined as:
Gy = W(GbasmMataO‘vS) = R<9(t)) Ghvase, (13)
where the time-dependent rotation angle (in radians) is:

T Qmax : Lv
g(t) _ 180

for M = clockwise rotation,
(14)

s
_T'gmax © 1800

and R(6) denotes the standard 2D rotation matrix:

R(0) cosf) —sinf 15)
~ \sinf  cosd /)’
Explicitly, for each spatial position (h,w) in the grid, the

transformed coordinates are obtained via matrix-vector mul-
tiplication:

Gilh,w] = R(O(t)) Giaselhy ). (16)

Thus, an anticlockwise rotation linearly increases the angle
from O to 6,,, (converted to radians), whereas a clockwise
rotation decreases the angle from 0 to —0,,,x. The rotation is
applied uniformly to all points, preserving relative distances
and orientations within the image plane.

Stretch Motion Type. The stretch-local motion transfor-
mation applies spatially localized, time-varying deforma-
tions to simulate shape or layout changes of the editing
region. Given the base grid Gyase € [—1, 1]7*W*2 we sam-
ple a set of k& deformation centres, where each centre j is
defined by its sampled location ¢; = (z;,y;) € [—0.8,0.8]?,
an influence radius p; € [Pmin,s Pmax)» and a strength oj €
[O—mina Umax}; Pmin; Pmax; Omin; Omax are drawn from the hY'
perparameter function f, (M) and k is sampled from the
predefined interval. Let 7 = =5 € [0, 1] be the normalized
blending factor. For a grid point at spatial index (h, w) with
coordinate p = (7,9)" = Ghase|h, w], the displacement
induced by the j-th centre is:

x—xj)-yi(r;)-o;-T
D;(p) = ( i) v(rs) - oj 7 a17)
W —ws)-(ry)-o5-7
where 1; = |[p — ¢j||, and v;(r;) = max(0,1 — %) is
a linear attenuation factor that vanishes beyond the radius
p;. The total displacement at (h, w) is the sum of contribu-
tions from all centres, and the deformation grid at frame ¢ is
therefore:

k
Gy [h7 w] = Ghase [h7 w] + Z Dj (Gbase[h7 w]) . (18)

j=1

for M = anticlockwise rotation,



Writing the whole transformation as a warping function
gives:

Gy = W(Gbase, stretch local, t, a, S)

k
19)
= Gbase+ZDj7 (

j=1

where D; denotes the pointwise displacement field gener-
ated by the j-th centre. This stretch-local function produces
smooth, radially decaying deformations that mimic natural
shape changes; because the identical centres, radii, strengths,
and time progression are applied to both the source and target
images, the pixel-wise editing correspondence is preserved
exactly throughout the generated video sequence.

The stretch-global motion transformation applies a
piecewise-linear, anisotropic scaling to the entire image
plane over time, thereby simulating smooth changes in the
overall layout of the scene. Given the base grid Gpase €
[—1, 1JH*WX2 e first partition the temporal sequence of
length F' into m consecutive segments, where m is randomly
drawn from the interval [mmin, Mmax|, Where mmin, Mmax
are obtained from the hyperparameter function f,, (M). Each

segment ¢ (for ¢ = 1,...,m) contains f; frames, with
m
Zi:l fi=F.
For every segment ¢, we independently sample
a target stretch factor s; = (Sz;, Sy,:), where

Sx,i S [Sz,minasm,max] and Sy.,i S [Sy,minvsy,max]-
Sa,mins Sz,max, Sy,min, Sy,max are obtained from fq(M).
Let sp = (1,1) denote the initial (identity) stretch fac-
tor. Within segment i, the stretch factor evolves linearly
from s;_; to s;. For the j-th frame inside that segment
(0 < j < fi), the intra-segment progress is defined as:

J .
) lffi>1a
r=< fi—1 (20)
0, if f=1.

The current stretch factor at that frame is therefore:
52(1)
=8S;—-1 +T(Si—Si_1). (21)
sy(t)

The deformation grid at the corresponding global frame
index t is obtained by scaling the base grid coordinates
independently in the two spatial dimensions:

Gyl w) = C“’ 8 ";) , (22)

where (7,y) " = Ghase|h, w]. Writing the whole transforma-
tion as a warping function yields:

Gy = W(Gbase, stretch global, ¢, v, S)

. Sy (t) : Gbase[“'a O] (23)
~\sy(t) - Ghrase[-1] )

The identical piecewise linear scaling trajectory is applied to
both the source and target images, and therefore, the pixel-
wise editing correspondence is also preserved throughout
the generated video sequence.

Elastic Motion Type. The elastic motion transforma-
tion generates a sequence of non-rigid, fluid-like displace-
ment fields that evolve stochastically over time, producing
dynamic video distortions. Given the base grid Gpuse €
[—1,1]H*WX2 " for each frame index ¢, we sample an in-
dependent noise field N®) € [—1, 1]7*W*2 with indepen-
dent, uniformly distributed random values via the seed S. A
smooth displacement field D®) € R7*W*2 for frame ¢ is
then obtained by convolving each channel of N *) with a 2D
Gaussian kernel G, of standard deviation o:

DY =qa. (NYxg,), (24)

where * denotes convolution with zero-padding, and o =
W scales the displacement amplitude inversely with
the image size. o and o are the hyperparameters drawn
from f,(M). The convolution imposes spatial coherence
within each frame, ensuring neighbouring points move in
a correlated manner, while the independent noise for each
frame produces a time-varying distortion pattern.

Let 7 = -5 € [0, 1] be the normalized blending factor.
The deformation grid at frame ¢ is obtained by adding a
scaled version of the frame-specific displacement field to the
base grid:

G, = VV(GbaSe7 elastic, t, («g, 0), S)

(25)
= Ghase + T - D(t)-
Explicitly, for each spatial position (h, w),
Gi[h,w] = Goase[hyw] + 7 - DO, w].  (26)

Thus, for each frame, an independent random displacement
field is generated and then scaled linearly from zero at the
first frame (7 = 0) to the full amplitude at the last frame
(t = 1), producing a smooth, globally coherent yet tempo-
rally varying elastic distortion. Because the same random
seed .S is used for both the source and target images, the iden-
tical sequence of displacement fields { D) }f ! is applied,
guaranteeing that pixel-wise editing correspondences are
preserved exactly throughout the generated video sequence.

Composite Motion Type. Composite motion types can
be constructed by composing the warping functions of two
or more basic motion types to the base grid at each frame
index t. We illustrate this using the simplest case of two
motion types. Given a base grid Gyase € [—1, 1]#*W*2 and
two warping functions W, and W, corresponding to motion



types M, and M, respectively, the composite deformation
is defined as:

Gt = W2 (W1 (Gbase7 Ml, t, aq, S) 5 MQ, t, g, S) )

27
where a, ae are the hyperparameter sets of the respective
motion types and S is the sample-dependent random seed.
Because each individual transformation is continuous in
time, the composite warp is also continuous, yielding a tem-
porally smooth motion that combines the effects of both
components.

As a concrete example, consider a composite motion
formed by combining a rightward pan with a local stretching
effect. Given the base grid Gpase € [—1, 1]H>*W 2 we first
generate the stretched grid sequence {G§rechlocal LI L vig
the stretch-local warping function Wgetch 1ocal With its corre-
sponding hyperparameters. Let a, > 0 be the pan distance
and 7 = 4 € [0, 1] the temporal blending factor. The
composite deformation grid at frame ¢ is then obtained by
adding the linear pan displacement to the stretched grid:

G, = W(Gbase, pan right&stretch local, ¢, (o, o), S)

(6]
= VVstretch local (Gbase, t, ag, S) 47 < Op> 7

(28)
where «, denotes the hyperparameters of the stretch-local
component. Explicitly, for each spatial position (h, w),

Gt[h, w] _ G:tretch local[h7w] + <7‘ ~00ép> . (29)

Because both Wigtretch 10cal and the linear pan term are contin-
uous in ¢, the composite warp is also continuous, producing a
smooth, combined motion that simultaneously exhibits local
shape deformation and global translation.

We can freely define single motion types and then com-
bine them arbitrarily. The parameters for each motion type
can be configured freely; for instance, the direction of a pan
can be arbitrary. Motion types can be combined either by
composing a selected subset to be applied simultaneously
as described above, or by dividing the sequence temporally
into multiple segments, each employing a distinct motion
type, e.g., “zoom random” is composed of segments that are
randomly sampled from “zoom-in” and “zoom-out” motion
types. For subsequent segments, the initial zoom scale is
set equal to the final zoom scale of the preceding segment,
which ensures the smooth temporal transition of the whole
video sequence. In practice, we find that even performing
pairwise combinations on only a subset of these motion types
enables the model to learn video editing.

Text captions for video editing samples. For a video
editing pair derived from the source and target images of
an image editing sample, the same description related to the

type of motion is appended to the original source and target
captions. For instance, the motion caption corresponding
to “pan left” includes “The camera pans left.”, and that for
“zoom random” includes “The camera zooms randomly.”,
thereby incorporating a description of the motion into the
final caption. During the inference procedure, the original
source and target captions are used without such motion-
type appendages. Concerning the editing captions, except
for the first frame propagation task introduced in Sec. 3.6,
all other tasks retain the image editing captions; that is, we
have not deliberately distinguished between “video” and
“image” in the editing captions. Besides, regarding the cross-
attention process, the output caption corresponding to the
target element is formed by the string concatenation of the
editing caption and the target caption.

Influence of Motion Strength. The motion strength hy-
perparameters mapped by f, (M) can be freely adjusted.
When the motion strength is gentle, the generated video ex-
hibits very smooth inter-frame transitions, resembling a high
frame rate effect. Conversely, when the motion strength is
increased, the inter-frame motion variation becomes more
pronounced, analogous to a low frame rate effect. We find
that the strength of the motion parameters influences both
the convergence speed and the editing effect. Specifically,
when the strength is increased, the model converges faster
and tends to perform rigid editing, such as appearance edit-
ing; conversely, when the strength is decreased, the model
becomes more capable of non-rigid editing on the object’s
shape. In this paper, the motion strength parameters are set
to a moderate level.

What does the model see? When video pixels are flat-
tened into visual tokens in the diffusion training space, the
model observes the source and target videos that maintain
pixel-wise editing correspondence across time, a readily
discernible regularity. Our hypothesis that the model can
thereby learn pixel-tracking temporal editing is confirmed in
Sec. 4.

3.3. First Frame Modality Mimic Loss

The image and video modalities can be regarded as a single
modality, where an image is a special case of a single-frame
video. The pretrained T2IV model Wan2.1 is trained on
a mixture of video and image data. Naturally, we would
expect the generative quality of T2I to closely match that of
T2V, for instance, the distribution of its first frame, since the
former can be viewed as a special instance of the latter. As
exemplified in Fig. 3, we perform inference under identical
captions and seeds for 1, 25, 49, and 61 frames, respectively,
with resolution 832 x 480, and observe that the single-frame
results exhibit a markedly more synthetic appearance than
multi-frame outputs. This indicates that simply mixing the



Figure 3. T2V first frame results from the pretrained T2IV model under increasing
inference frame counts, using identical prompts and random seeds, at a resolution
of 832 x 480. When the inference frame count is 1, the output corresponds to the T2I
result. It can be observed that the T2I result exhibits a stronger synthetic or artificial
appearance, with weaker cinematic realism compared to the first frame result from
temporal multi-frame inference.

data during training is insufficient to align the generative
distributions of the image and video modalities closely.

Some research [53] analyzes that 3D self-attention heads
in diffusion transformers naturally specialize, with some fo-
cusing on spatial relations and others on temporal coherence.
Consequently, a key difference between single-frame T2I
and multi-frame T2V is that the latter, by virtue of its tempo-
ral dimension, is inherently more suited to such an entangled,
spatio-temporal full self-attention architecture; whereas the
former may exhibit unnatural, synthetic artifacts due to the
presence of temporal attention heads.

A natural idea is to make the distribution of the model’s
denoising outcome for the first frame of a T2V sam-
ple—when treated as a non-temporal image sample—closely
match the distribution when that same frame is denoised
as the first frame of a multi-frame video sequence. In other
words, the T2I capability is encouraged to mimic the T2V
capability. This imitation of denoising outcome distributions
serves to unify the generative distributions of the two tempo-
rally distinct modalities.

Modality Mimic Generation Loss. Our training proce-
dure is divided into generation steps and editing steps, the
latter distinguished by the inclusion of reference images or
videos in their training samples. We first introduce the mimic
strategy and mimic latent generation loss applied at regular
intervals during generation steps. Specifically, as shown on
the right of Fig. 2, on a generation step divisible by nyimic,gen
(e.g., 5), we take a single T2V sample from the current batch,
denoted as sb, € RUNFUXHXWX3 The sample s}, is
subsequently encoded into the latent space b%the 3D VAE
encoder &£: 2z}, = E(sL,) € RNEDXLE x5 ]x16 \where
the 4N frames after the first frame are rank-reduced along
the temporal dimension to N frames. A Gaussian noise la-
tent €}, ~ N(0,I) of the same shape as 25, is sampled, and
a timestep ¢ ~ p(t) is drawn. The noisy latent Z},  is then
obtained via the forward diffusion process. The first frame

of this noisy latent, Zb; = Zh, [ 1] € RIXLFIxLFIx16,
is then treated as a new noisy T2I sample. Correspondingly,
the first frame original latent z5; = 25, [: 1], the first frame
noise €5, = €5, [: 1], the same timestep ¢, and the original
first frame caption’s text embeddings c, ; are assigned to
this newly constructed T2I sample, which is then added to
the training batch. We also use the original first frame cap-
tion’s text embeddings as the text embeddings for this T2V
sample. In this way, the newly added T2I sample and the
first frame of the T2V sample share identical configurations
before entering the DiT blocks, the sole distinction being
that the latter is not an independent sample but is denoised
jointly with the subsequent frames as a temporal sequence.
Both z}, , and Z; , are then flattened and patchified before
being passed through N, identical DiT blocks that perform
3D spatial-temporal self-attention and cross-attention, fol-
lowed by an unpatchify and unflatten operation to recover
the original latent space shape:

{’[)112V,t = ]:71 © Pil (D(P © ‘F(zt12v,t)a Ct12v-fa t))v

. _ _ B (30)
vtlzi,t =F top! (D(P © ]:(ztlﬁ,t)? ct12v—f’ t)),

where 9, denotes the predicted velocity field at timestep ¢, F
flattening, P patchification, D the stack of DiT blocks, Pt
and F~! the corresponding inverse operations, and o the
composition function operator. Indeed, the order of noising
and flattening can be interchanged arbitrarily, and whether
flattening or not does not affect the computation of the loss
in this paper.

The subsequent one-step reverse computation to obtain
the estimated original latents, 2, , and 2}y, (. is based on the
flow matching assumption. The linear diffusion schedule is
defined as z; = A(t)xo + B(t)zr, with the velocity defined
as the straight-line displacement v; = xp — x(, Where x(
denotes the clean data, and x7 represents the noise. Given
the noisy latent z, at timestep ¢ and the model’s predicted
velocity 9, the estimate for the original latent g is derived.
Specifically, substituting x7 = v; + xg into the forward
equation yields:

xy = A(t)zo + B(t)(vs + 20)

31
= (A(t) + B(t))xo + B(t)v,. ©1)
Solving for xg gives the reverse formula:
" Ty — B(t) . ’lA)t
=—2 2
O T4 + B(Y) (52)

We employ a linear interpolation schedule configured with a
maximum discrete timestep of 7' = 1000. In this schedule,
the coefficients are A(t) = 1 — % and B(t) = 4. Let
T = % €[0,1], then we have A(7) =1 — 7 and B(1) = 7,
and their sum A(7) + B(7) = 1. This simplification leads
to the efficient one-step reverse formula:

ilAZ'() :.’I/'t—T"lA)t. (33)
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Similarly, solving for x7 yields:

JAJT:J}t-i-(l—T)'iA}t. (34)
Applying this core relationship Eq. (33) to the video and

image pathways, the estimated original latents are:

1 =1 1
2ov,0 = *ove — T " Vovts
A1 ~1 1 (35
20i,0 = *it — T " Vit

Let 25, ¢ 0 = 25y 0l: 1] denote the estimated original la-
tent of the first frame of our selected T2V sample. In fact,

Zpyso and 2 o are the estimates derived from the same
single-frame visual tokens under identical conditions—the
sole distinction being that the former is processed within a
temporal context (undergoing temporal attention alongside
subsequent frames) while the latter is processed as an inde-
pendent image. To encourage the T2I capability to mimic
the T2V capability, we first compute the probability distribu-
tions of these two estimates. Each flattened latent 2 € R” is
transformed into a probability distribution via the softmax
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function, defined for the j-th element as:

exp(x;)

—1,....D, (36

B geeey

softmax(z); =

Mo

exp(zk)
k

1

where D = [ £ | x | % | x 16. Applying this to the respective
latents yields the discrete probability distributions:

pt12v—f,0 = SOftmaX(]: (2t12V—f,0))’
37

pt12i,0 = softmax(]—' (2t121,0))‘

The Kullback-Leibler (KL) divergence [54] is then com-
puted between the two resulting probability distributions
to quantify their discrepancy. The KL divergence from the
image distribution pfy;  to the target video first frame distri-
bution pj,, ¢, is defined as:

pth ro(J)

p -
Z t2vf0 pt210(.7) ’

where the sum runs over all D feature dimensions. This non-
negative measure is zero if and only if the two distributions
are identical almost everywhere. The first frame modality
mimic generation 10ss Limic, gen 15 defined as this KL diver-
gence:

Dy (pt12v—f,0 || pt121 0) (38)

Lmimic, gen = DxL (pt12v—f,0 || pt121,0)' (39)

We consider that the distributional shapes of pj, o and p;
respectively reflect the visual perceptual characteristics of
the estimated original latents £t12V-f,0 and 731121,0~ Minimizing
Lmimic, gen €ncourages the denoising outcome of the stan-
dalone image to become statistically indistinguishable from

that of the corresponding frame when it is processed as part
of a temporal sequence, thereby directly realizing the objec-
tive of making the T2I capability mimic the T2V capability.
This distribution alignment loss between the estimated origi-
nal latents is added to the overall training objective on the
sampled generation steps, steering the model parameters
towards a unified generative distribution for the two modali-
ties.

As visualized on the right of Fig. 2, we decode the esti-
mated original latents, 2, ; o and Z; o, back to the image

space via the 3D VAE decoder D at the very beginning
of training. It can be seen that the resulted D(2}, () is

markedly clearer and more coherent than 5(2}21)0). This val-
idates that our motivation to mimic the T2V capability is
meaningful.

Modality Mimic Editing Loss. As illustrated in Fig. 4,
during editing steps, we also aim for the editing capabilities
of the two modalities to be unified through mutual imitation,
and therefore we impose a similarly motivated modality-
mimic editing loss. Empirically, as shown in Fig. 5, 121
convergence is typically observed earlier than V2V. Once
converged on the same task, V2V generally achieves better
editing quality. Therefore, we encourage V2V to mimic 121
in order to accelerate its convergence, and I12] to mimic V2V
S0 as to attain higher-quality results.

In line with prevailing image editing [55, 56] and video
editing [19, 20, 22, 25] models that adopt visual in-context
learning inspired by the counterparts in large language mod-
els, our editing samples are arranged in a visual in-context
fashion: the reference inputs and the target are concatenated
along the temporal dimension and flattened as a single token
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Figure 6. Overview of sense-related tasks and losses. Additionally, the reference position select task is introduced in the bottom-right corner. Please refer to Sec. 3.4 and Sec. 3.5

for details, respectively.

sequence to the DiT blocks. It should be noted that we regard
the reference elements as conditional inputs, which, like the
caption text embeddings, should provide guidance through-
out the denoising process and therefore remain unaffected
by noise. Accordingly, noise is applied only to the target
element, while the timesteps for all reference elements are
fixed at zero. The flow matching loss is computed solely for
the target element.

On the editing step divisible by Nmimic,editing (€-8-» 3),
we take a single V2V sample from the current batch, de-
noted as sl, = {Vietts Lrefds - s Lreft s Viar }, Where Vi €
RUN+LXHXWX3 454 Vigt € RUN+L)XHXWX3 gra the
source and edited videos respectively, and {I.q1 }iz23, . n
are the optional reference images. The sampfe elements

are subsequently encoded into the latent space by the
3D VAE encoder &: {E(Vier ), E(Lrey)s -+ E(Viart)} =
{2t > Zingys - - - » 2t - The encoded latents of all sample ele-
ments are then flattened and concatenated in order along the
temporal dimension, yielding: z),, » = zus, 7 @ 2, 7 ©
- @ Zan,F, where @ denotes the concatenation opera-
tion. A Gaussian noise latent €., ~ N(0,I) of the same
shape as zy1 is sampled and flattened, and a timestep
t ~ p(t) is drawn. The noisy target latent z\ , » is ob-
tained via the forward diffusion process. After corrupting the
target latent with noise, we obtain the noisy sample latent
ZoviF = Zaety 7 ® Zngy 7 O - @ 2L, 5. Similarly, the first
frame latent is extracted from each element of Eézv’t to form



a new 121 sample noisy latent:

Zoin g = F (zp, [ 1]) & F (zeg, [: 1) & F(Zgr 4| 1) (40)
Correspondingly, the first frame original latent:

Zilzi,]-‘ = ]:(Zrlef1 1)) & ‘F(Zrlefg[: 1)) & F(zan[: 1),

the first frame noise efy; » = 0B0®- - & F (e, [: 1]), where
0 denotes zero noise for the reference elements, the same
timestep ¢ for the target portion (with timesteps for reference
portions fixed at zero), and the original caption’s text em-
beddings without motion descriptions c,, ,; are assigned to
this newly constructed 121 sample, which is then added to
the training batch.

In this way, the newly added I2I sample and the first
frames of the corresponding elements in the V2V sample
share identical configurations before entering the DiT blocks.
The sole distinction is that the first target frame of the latter,
within the 3D spatial-temporal self-attention mechanism,
interacts with reference and target elements that possess a
full temporal structure. We assume the first frame of the
target element to focus more on editing the first frame of
the reference element—that is, to be more concentrated on
spatial attention. To this end, the model’s editing capability
for the first frame of the reference elements in the V2V task
should mimic its capability in the 121 task.

Both Z,,, and Z};  are processed by the DiT blocks to ob-
tain the predicted target velocity fields. Following the same
flow matching derivation and one-step reverse computation
detailed in the generation loss section, and applying the nor-
malized timestep 7 = %, we obtain the estimated original
latents for the target elements:

s1 _z1 ~1
Zvaviar,0 = Ftar,t — T " Uvavyar,to
(41)

21 21 .1
Zi2i tar,0 = Zla.r,t[' -7 Uidi tar,t -

Similar to the modality mimic generation loss, we extract the
first frame of the target element. Let 2}, ..t 0 = Zvayarol 1]
denotes the estimated original latent of the first target frame
from the V2V sample, we compute the probability distribu-
tions of the estimates for 2}, . ¢ o and Z}; .. o. Applying the
softmax function yields the discrete probability distributions:

p\1/2v,lar-f,0 = softmax (‘F(é\}Zv,tar-f,O ) ) )
(42)

1 _ 51
Pidiaro = Softmax (-7'— (Zizi,tar,o))~
The modality mimic editing loss is then defined as the KL
divergence between these two distributions:

1 1
Emimic, editing — DKL (pv2v,tar-f,0 H piZi,tar,O) . (43)

Although the KL divergence possesses a directional (i.e.,
asymmetric) nature, the two input distributions involved are,

in fact, produced by different pathways of the same model.
Consequently, minimizing this loss does not simply drive
one distribution to match a fixed target; rather, it facilitates a
bidirectional distribution alignment, encouraging the two dis-
tributions to mutually mimic during training. In fact, during
the earlyfocused exploration phase, we incorporated addi-
tional measures—the Jensen-Shannon (JS) divergence and
Hellinger distance—as loss functions, and observed a moder-
ate improvement in convergence speed and performance. In
this paper, for the simplicity of the loss functions, we employ
only the KL divergence as the measure. This choice does not
alter the core nature of the method. Furthermore, we con-
tend that the motivation and methodology of the modality
mimicry section can be generalized into different paradigms
from different perspectives, which we discuss in Sec. B.

3.4. Sense Losses

When performing an editing task, the model should first per-
ceive the visual content of the source image or source video,
then correctly localize the corresponding region within it
based on the textual description of the object to be edited in
the instruction, and finally apply changes exclusively to that
region without affecting other, non-editing areas. We refer to
this combined capability of visual perception and instruction-
guided localization as “sense”. This sense capability natu-
rally relates to the established task of referring expression
segmentation, while the required region-awareness during
editing can be steered by a region-specific loss. Furthermore,
because training data for referring expression segmentation
provides readily available, off-the-shelf segmentation masks,
these masks can be employed directly as supervision for
the editing-region-aware loss, eliminating the need for addi-
tional, labour-intensive annotation.

It is worth discussing that a straightforward method is
to use vision-language models (VLMs) such as SAM2 [10],
SAM3 [11], and Qwen-vl [13—15] during both training and
inference to annotate region masks, which are then fed as
auxiliary conditional inputs—for instance, via in-context
learning. The primary aim of this work, however, is to ex-
plore the construction of a model that internalizes this sense
capability. We posit that training on multiple editing tasks
can implicitly enhance the model’s sense, while this capabil-
ity can be further refined explicitly through the inclusion of
referring expression segmentation. Fundamentally, we aim
for the model to possess this ability to a sufficient degree
intrinsically, so that the acquired sense benefits the model’s
overall editing performance without compelling it to inherit
the potential limitations of the external tools on which mask-
conditioned approaches predominantly rely.

Referring Expression Segmentation. We first briefly in-
troduce the referring expression segmentation task. Multi-
modal referring expression segmentation addresses the task



of segmenting target objects in visual inputs—images or
videos—guided by a natural-language referring expression.
As illustrated in Fig. 6, given the textual referring expression
“a silver fork laying on a double folded peach napkin”, the
model is required to produce pixel-wise masks that segment
the described objects in the image. Formally, referring ex-
pression segmentation (RES) takes an image I € R *Wx3
and a referring expression R as inputs. Its output is a set
of binary masks { M) }X_ with each M*) € {0, 1}7*W,
which collectively and precisely mark all regions in I cor-
responding to the target objects in ; here K is the number
of target objects. This formulation poses a core challenge
in multimodal understanding, demanding tight alignment
between linguistic and visual representations. Unlike con-
ventional semantic or instance segmentation, which operates
on a fixed set of categories, RES necessitates a deeper com-
prehension of the linguistic nuances in R and the ability to
reason about spatial, attributive, and relational cues among
objects in the scene.

Referring video object segmentation (RVOS) [57, 58]
extends this setting to the video domain. Given a video se-
quence V = {V;}E | (each frame V; € R¥*W>3) and a
referring expression R, the goal is to generate a set of tempo-
rally consistent binary mask sequences { M (*)}_ | where
each M®) = (M and M* € {0, 137XV denotes
the segmentation of the k-th referred object in frame V.
Beyond the challenges present in RES, RVOS introduces
additional difficulties such as maintaining temporal coher-
ence for each object’s mask sequence, handling appearance
changes of the referred objects over time, and robustly track-
ing them throughout the video.

Editing-region-aware Sense Contour Loss. We employ
referring expression datasets including the single-target
datasets RefCOCO [59], RefCOCOg [59], RefCOCO+ [59],
and RefClef [60], as well as the multi-target (i.e., expres-
sion that specifies multiple objects in the image) portion of
the gRefCOCO [61] dataset. Specifically, RefCOCO’s ex-
pressions allow both location-based and appearance-based
references in images, RefCOCO+’s expressions focus on
appearance-based expressions, RefCOCOg’s expressions
contain longer and more complex expressions, and RefClef’s
expressions are simple and focus on real-world expressions.
We adapt the referring expression segmentation task into
a region-coloring formulation that is more amenable to in-
context visual learning: the editing task is to overlay the
region in the source visual inputs that corresponds to the tex-
tual expression with a specified, uniform color. Leveraging
our temporal pixel-pair warped flow paradigm alongside the
RES image editing data, we also perform online generation
of RVOS video editing data.

As shown in Fig. 6, during editing steps, a fixed propor-
tion of RES I2I and RES V2V (i.e., RVOS) samples are

included in the training batch. We hereby use a RES V2V
sample as the example; the RES I2I sample is treated as its
single-frame special case, and the sense losses are computed
in an identical manner.

Given a RES V2V sample syoy = {Vier, Viar}» Where
‘/refl c R(4N+1)><H><W><3 and Vi, € R(4N+1)><H><W><3 are
the source and edited videos respectively, the sample ele-
ments are encoded into the latent space by the 3D VAE
encoder € : zyoy = {E(Veet, ), € Viar) } = { 2refy s Ztar }-

To maintain consistency with the pretrained T2IV model,
each reference element in the editing sample is assigned
a corresponding textual caption. In particular, the caption
for the target element is formed by concatenating the edit-
ing instruction with the original textual caption of the tar-
get. Within the cross-attention layers, the visual tokens
of each element attend exclusively to the textual embed-
dings derived from its own caption. In general, we de-
note the set of captions for a V2V sample as ¢, oy =
{Cpirefys Cprefas - - + > Cpiref s Cpouput } » Where each ¢, ef; is
the corresponding textual description of the j-th reference
element, and ¢, ouput = Cpediting U Cp,tar- Cp,editing 18 the edit-
ing instruction, ¢, o is the original description of the target
element and U denotes string concatenation. In the RES task,
we apply dropout to all reference captions {c, ret, };?Zl and
employ a template-based instruction of the form ¢, cgiting =
“Paint [R] in the image with [color].” (and similar variants)
to construct the editing instruction, where R denotes the
referring expression and color specifies the target color. The
delimiters [-] here are used to mark positions for phrase in-
sertion, and they are not included in the captions. Besides,
cyvay 1s denoted as the concatenated text embeddings of the
captions corresponding to each element in syy.

When generating a RES V2V sample from its corre-
sponding RES I2I sample, the associated ground-truth refer-
ring expression segmentation mask is likewisely processed
through the pixel-pair temporal warped flow field. This
yields a temporally coherent mask sequence {m, }?ff le
RUN+XHXW that shares the identical frame count, motion
type, motion strength, and random seed as the source and
target videos, Vr, and Vi, thereby ensuring {mr,; ;*f 1+ 1
serves as a pixel-aligned temporal ground-truth object mask
sequence for the V2V sample. This mask sequence is then
downsampled to match the size of the latent representation
zar- Specifically, to obtain a latent space ground-truth editing

. . H |y | W
region mask sequence of target size ROV x L5 ]x 15 /%16,
the first frame of {mtard}?ff“ ! is spatially downsampled

via bilinear interpolation to R!* L§1x15), while the sub-
sequent 4N frames are spatiotemporally downsampled via
trilinear interpolati Nx g <]
polation to R 8 s 1. These components
are then concatenated along the temporal dimension, bina-
rized, unsqueezed, and broadcasted to form the final latent
space mask sequence M = { My ; };V;ll
The sample latent zypy = [2ref; » 2tar] 1S Subsequently



perturbed with gaussian noise, yielding the noisy latent
Zvav,t = [Zrefy s Zar,t], Where t denotes the sampled timestep.
This noisy latent is then processed by the DiT blocks
to obtain the predicted target velocity field: Dyoy, tar,t
Flo Pfl(D(fP o F(Zvav,1)s Cvzv,t)). The original flow
matching loss can be formulated as:

EFM,global = EFM‘region:Whole video

= ||@v2v,lar,t - Uv2v,lar,t”§ 44)
..

= ||(2v2v,tar,T - 2v2v,lar,0) - (elar - Ztar)’

where Zypyiar, 7 and Zyovgar,o can be obtained following
Eq. (33) and Eq. (34), and €, is the added target gaussian
noise.

The editing-region-aware sense contour loss is motivated
by the objective of guiding the model to localize the region
corresponding to the textual instruction and to apply changes
exclusively within that region. Consequently, we compute a
region-aware, local flow matching loss solely over the area
defined by the latent editing region mask M:

Lemsc = Lrm|region=editing region
= [|oezvian © M = vyaviane © M
= [|(Bavsarr © M = Ziayiaro © M)
— (ar OM — 2050 © ./\/I)Hz7

(45)

where “SC” represents “Sense Contour” and © is the
Hadamard operation. Hence, the complete flow matching
loss for the editing steps can be expressed as the sum of the
original loss over the entire region and the editing-region-
aware sense contour loss:

LM editing = LFM,global + s LEM,SC5 (46)

where agc is the weighting hyperparameter.

Sense Text Cross Attention Map Loss. The sense contour
loss Lrmsc explicitly steers the model to learn an editing-
region-aware editing capability, while the referring expres-
sion segmentation task implicitly promotes the alignment
between linguistic and visual representations. To further ex-
plicitly regularise the learning of the latter, we introduce a
more direct supervision in the form of a sense text cross
attention map loss during the cross-attention process. We
begin by briefly discussing the meaning of cross attention
maps, which naturally leads to the motivation behind this
loss.

The cross-attention conditions the denoising of visual
tokens on the text embeddings. Specifically, at each cross-
attention layer, we utilize the element-wise cross-attention
mask to perform the cross-attention procedure separately
between the visual tokens of each element in the sample and

their corresponding text embeddings. The outputs are then
concatenated to form the final cross-attention output for the
sample. For each element, the cross-attention procedure first
projects the visual tokens and text embeddings into multi-
head Query, Key, and Value matrices. Let the flattened and
patchified visual tokens be z, € R(f*h»wp)*d= and the text
embeddings be ¢ € R**4e, where f - hy, - wy, is the number
of visual tokens, [; is the length of text embeddings, and d_,
d.. are their respective feature dimensions. For our pretrained
T2IV model, d, = d. = nj X dj. ny is the number of
attention heads, and dj, is the dimension per head. The linear
projections yield:

Q=2W1, K=cWk V=cW, 47)
where W? € R¥=*d= Wk v ¢ Rd>*d=_ The projected
outputs are then reshaped and the head dimension is sep-
arated, resulting in Q,., K., V. € R xLxdn wwhere [ =
f - hp-w, for Q. and L = [; for K, and V,.. The cross-
attention layer computes the scaled dot-product attention

scores:
Q-K,
Vdp

A weighted sum over the Value matrix gives the cross-
attention output Os = AV,.. During this process, the
cross-attention mechanism “scatters” textual information
across the visual tokens. In other words, as described in
[62], the attention map A connects each visual token to ev-
ery conditional embedding at each layer, where Alay,, 4, k]
quantifies the information flow from the k-th text embedding
to the i-th visual token for a;-th attention head. Based on
this semantic meaning of the cross-attention score map, in
the RES task, when the source visual tokens attend to the
text embeddings corresponding to the output caption, the
cross attention map associated with the referring expression
should exhibit the highest response (and thus the strongest
information flow) within the ground-truth object mask, while
showing considerably weaker responses outside the mask.
Therefore, we employ a loss that attenuates the average atten-
tion score outside the latent mask while encouraging a higher
average score inside it, thereby steering the model’s attention
to focus more precisely on the visual region described by the
editing instruction.
Specifically, as

A= Softmax< > € [0, 1] * (P hpwp)xle (48

illustrated in Fig. 6, the

caption of each sample element, cp.oy =
{cp,refl » Cp,refyy « + + 5 Cpref,, s Cp,output}, is ﬁrStly to-
kenized by the TS5 [51] tokenizer: tokyyy =

{toKrer, , tOKref, s - - - ; tOKpef,, , tOKourput }- This process converts
each constituent string into a sequence of subword tokens.
In the RES task, we identify the subsequence of toKoygpu that
corresponds to the referring expression. Subsequently, the
text tokens for each element are mapped to high-dimensional
text embeddings by the TS5 text encoder and an additional
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Figure 7. Temporal mask type illustrations for the outpainting sub-task of the first frame propagation task and the video inpainting task, respectively, and temporal latent
space cropping type illustrations for the video expanding task. The light colored regions indicate the portions of the original video frame that are masked. For the outpainting
sub-task, temporally-fixed mask type of video inpainting task, and temporal latent space cropping type of video expanding task, we use the first frame here for illustration. The
masked or cropped region is identical across all frames. For the temporally smooth moving mask type of video inpainting task, we exemplify the corresponding masks for a subset of

frames. Please refer to Sec. 3.6 for details.

embedding MLP [18]; for the output caption this yields
Couput € Rlewm*dewhere [oypu is the textual sequence
length and d. the embedding dimension. The embeddings
corresponding to the referring expression maintain their
original sequential location within tokoytput-

In the cross-attention layer of the /-th DiT block, where
I € {1,2,...,Np} and N, is the total DiT block count,
we first compute the cross-attention score map between the
first frame visual tokens of the RES reference element and
the text embeddings of the output caption. Let the sample
visual tokens be denoted as z, € R (2/p-2hp-2wp)xd= and
the concatenated sample caption text embeddings as c¢,oy €
Rb2>de where f,, h, and w, are the dimensions of the
reference patchified visual tokens, d, and d,. are the visual
and textual feature dimensions respectively, and 5, is the
length of the concatenated text embeddings. The projection
layers project them into multi-head Query, Key, and Value
matrices:

QY =z W,
KO = cp W, (49)

V(Z) = Cy2y que)v
where Wq(e) € Rd=xd= W,ie), Wy) € R are the pro-
jection weights of the /-th block. As detailed above, the
projected outputs are reshaped and the head dimension

is separated y1eld1ng QY KO VO ¢ RrnxLxdn with
= 2fp - 2hy - 2w, for QT and L = [y, for Kr(é)
and Vr(é) Denoting the query features corresponding to

the first reference frame as QT et € R X (hp wp)xdn
the key features corresponding to the output caption as

K, ﬁ 3mpm € R Xlowpu X where [y is the length of output
caption’s text embbedings . The scaled dot-product attention
scores are then computed as:

4 4
A(Z) — Softmax Qi,r)efl»f(KS,(zutput)T
' Vdp, (50)

ref -
E [O, 1}77,)11 x(hp-wp)xloulpm.

The resulting Aref _¢ 18 the cross-attention score map for the £-
th block; it quantifies, for each attention head, the association
strength between every spatial position of the reference’s first
frame and every text embedding in the output caption.

Let the start and end indices of the referring expression
within the output caption embedding be st and e.s. The
referring-expression-corresponding average cross-attention
score map for the /-th block and the j-th head is obtained by



Non-rigid Element Replacement
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Figure 8. Single-reference non-rigid element replacement results on FiVE-Bench [52]. Our method yields natural replacements while generating corresponding motion and
physical effects, e.g., the walking motion of the lion in the second example and the dinosaur-tail shadow in the fourth. The sixth example demonstrates multi-target editing.

averaging over this specific text embedding span:

1 Eref

4 . o
Z AEef)l-f[]a :ak] € [0, l]hp P,

k=S5rer

(05
AG = —m—
! €ref — Sref + 1

&1y
To obtain a single, consolidated spatial attention map that ag-
gregates information across all blocks and heads, we further

average over DiT block and head dimensions:

Ny np
Arety £ = ﬁ > Z AU e [0,1] . (52)

(=1 j=1
As discussed in prior studies [36, 63], early blocks in trans-
former architectures typically process spatial and structural
information, while deeper blocks handle more abstract se-
mantic concepts. Consequently, we here compute the average

attention score across all blocks to incorporate attentional
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Figure 9. Single-reference rigid element replacement results on FiVE-Bench [52]. Our editing modifies only the reference region corresponding to the editing instruction, and the
edited result exhibits a rigid correspondence with the reference object, as illustrated by the basketball in the third example.

information from different semantic levels. The resulting
2D blocks-average cross-attention score map f_lrefl £ quan-
tifies the average attention strength, aggregated across the
entire diffusion process, from the referring expression to
each spatial location of the reference’s first frame.

The cross-attention score map Arefl £ is subsequently un-
flattened and upsampled to the latent size via bilinear in-
terpolation, yielding A% € [0,1]"**1, where h; = 2h,,
and w; = 2wy, denote the upsampled spatial size. Using the

corresponding ground-truth region mask M = Mo €
{0, 1}">wi and its complement 1 — M which serves as the
background mask, the upsampled cross attention map is par-
titioned, and the sense text cross attention map loss for the
sample is computed as the difference between the average



attention scores in the background and the foreground:

Liense, aun = Mean (/_1;13 LO0- MV))

h;  w;
= h w ZZArefl (1 _MiJ)
i —1 =1
h] w
eSS o M,
i=1 j=1

(53)
This formulation encourages the model to assign higher
attention scores within the ground-truth object region and
lower scores outside it according to the referring expression,
thereby explicitly regularising the cross-attention mechanism
to focus on the semantically relevant visual areas.

Sense Select Task. We further incorporate a sense select
task to enhance the model’s visual comprehension and its
text-visual alignment capability. Specifically, as shown in
Fig. 6, we construct each sense select training sample as
follows. Let R denote the current cache of the editing ref-
erence images. We first randomly sample a set of n refer-
ence elements from R, denoted as { Iret, , Jrefy, - - -  Lref, } C
‘R. From this set, one element is uniformly sampled to
serve as the target output image, i.e., Ijyr = I, Where
U({1,...,n}). The textual captions of all reference
elements {cpref,;- - -, Cpref, t are dropped, and the edit-
ing instruction is generated via the template “Reconstruct
the image that best matches the description: ‘[cp tar]’.”,
where ¢, 1o 1S the target caption of the selected target im-
age. The final sample is therefore represented as the tuple
({Irefy s Trefyy - - - 5 Lrer, }» Trar) With the corresponding output
caption, and is used to steer the model to sense and recon-
struct the described target from the visual context.
In summary, the overall training objective for the genera-
tion step is formulated as:

L‘lotal, gen — ACFM,global + amimic,gencmimic, gen> (54)

where imimic,gen denotes the weighting coefficient. The total
objective for the editing step is formulated as:

Etolal, editing — LFM,global + O‘mimic,editingﬁmimic, editing (55)

+ arm,sc LrM,sC + Qsense,atn Lsense.aun

where Omimic editings YFM,SC AN Qgense,ain are the respective
loss weights. We assign a task ID number to each training
sample. RES samples are given a distinct number, whereas
all other samples receive a default value. This allows us to
distinguish RES samples during training and to compute the
losses Lpmsc and Leense atn S0lely for them.

3.5. Model Architecture Adaptation to Editing Task

Reference-inject Self-attention Mask. As shown in
Fig. 4, in the editing step, the visual tokens corresponding

mean( ref,-f © M)

to the reference and target elements are arranged in an in-
context fashion. The purpose of the self-attention mechanism
is to facilitate information exchange among the visual tokens
of a V2V sample. A simple way is to preserve the identical
intra-sample visual-token interaction as the pretrained T2IV
model’s 3D full self-attention, whereby the visual tokens cor-
responding to each element are permitted to attend to both
their own visual tokens and the visual tokens of all other
elements. However, the visual tokens of each reference ele-
ment serve as a visual conditional context that should remain
independent and undisturbed by other elements throughout
the diffusion process, thereby providing consistent and cor-
rect guidance for the target element’s learning. To this end,
as mentioned in Sec. 3.3, we do not add noise to the refer-
ence visual tokens and fix their timesteps at zero. Moreover,
within the self-attention mechanism, we constrain each ref-
erence element’s visual tokens to attend exclusively to them-
selves, ensuring that the reference information presented to
the model remains intact and uncontaminated throughout the
denoising process.

For the visual tokens of the target element, which should
learn visual reference information from the reference visual
tokens, the self-attention mechanism should ensure that the
visual information from every element within the sample
flows to the target visual tokens. In other words, the target
visual tokens are required to attend to the complete set of
visual tokens in the sample. As illustrated in Fig. 4, we
employ a reference-inject self-attention mask to steer the
information flow towards reference information injection.

Formally, let the flattened and patchified visual tokens
of the complete sample be denoted as z, = 2z rer, @+ - D
Zp ref, D Zpar € Ri=*d= where [, is the total sequence
length computed as the sum of token lengths across all el-
ements. Let the query, key, and value projection matrices
be Wo, Wi, Wy € R%*4:_ The projections for the entire
sequence are Q) = z,Wq, K = 2,Wgk,V = 2,Wy, with
Segments Qrefi ) Krefi ) ‘/;efi and Qtarv Ktar: V;ar corresponding
to the i-th reference element and the target element, respec-
tively. The self-attention with reference-inject attention mask
is defined by the following operations:

re; 'KT
Orefl- = Softmax (W) V;efia
h
(56)

Vdy,

where Oy, and O, are the self-attention output of the ¢-th
reference element and the target element, respectively, and
d}, is the head dimension. The final self-attention output Oy
for the complete sequence is the concatenation of the outputs
from all reference elements and the target element:

arKT
Otar = Softmax (Qt) V,

Oself = Oref1 @ Orefz 3] - @D Orefn 3] Otar S RlZXdz (57)



Color Alteration

Figure 10. Single-reference color alteration and object addition results on FiVE-Bench [52]. Our editing results consistently incorporate corresponding physical effects, such as
shadows. The second example demonstrates that our model can identify the editing region with occlusions (e.g., a backpack) and modify it exclusively.

where @ denotes the concatenation operation along the se-
quence length dimension.

Separate 3D Rope with Frame Correspondence. For
each training sample, in the self-attention procedure, after
the patchified visual tokens are projected into query, key, and
value features, and before the scaled dot-product attention
scores are computed, each token should be equipped with

a relative position encoding that informs the model of its
spatio-temporal location within the sample. The pretrained
T2IV model utilizes 3D rotary position encoding (3D RoPE)
for this purpose. Specifically, 3D RoPE extends the standard
ROPE [42] to encode positions in the temporal, height, and
width dimensions. The feature channels of a visual token x
are partitioned into three groups. A dedicated set of rotary
angles is computed for each dimension, including the frame



Material Modification
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Figure 11. Single-reference material modification results on FiVE-Bench [52]. Our method maintains pixel-aligned editing results across frames.

index t,, height h,, and width w,. These angle sets are then
applied to their respective channel groups via complex plane
rotations. Formally, for a visual token x, the encoded output
2 is obtained by:

& = RoPE(z, tz, hy, wy)

_ <x(t) © € g G ¢ W) g ei@w>’ (58)

where (), (") (%) denote the channel groups corre-
sponding to the temporal, height, and width dimensions,

Oy, O, O, are the rotary angles derived from the token’s
coordinates (t,., h;, w; ), ® denotes element-wise multipli-
cation, and (-) denotes concatenation along the channel di-
mension. This grouped application of rotations ensures that
positional information is encoded distinctly per dimension.

For a V2V sample, in the editing step, it is formed by
concatenating its constituent elements along the temporal
dimension after flattening; a straightforward approach would
therefore apply 3D RoPE to the entire concatenated sequence
as a single video. However, we take the view that the source



Object Removal

Remove the middle tall ma
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Figure 12. Object removal results on UNIC-Bench [22]. Unlike previous mainstream approaches [21, 64] that rely on object mask sequences to help the model locate regions for
removal, we employ sense-related tasks and losses, enabling the model to delete specified objects through natural language. The fifth example demonstrates that our model can
perceive and remove the associated physical effects, such as shadows, corresponding to the deleted object, whereas our object removal image editing training data lacks this property.

video and the edited video share a frame-to-frame spatial cor-
respondence. Consequently, as shown in Fig. 4, we instead
encode the source video tokens and the target video tokens
with 3D RoPE in origin-aligned 3D coordinate spaces sepa-
rately. For other reference images, we adopt the perspective
suggested in prior work [66] that video models implicitly
treat the initial frame as a conceptual memory buffer that
stores visual entities for subsequent reuse during the genera-

tion process; consequently, we also encode these reference
images as auxiliary first frames of the source video within
origin-aligned 3D coordinate spaces separately. For other
sample types, we consider a T2V sample as a V2V sample
with no reference elements, and regard T2I and 121 samples
as the single-frame cases of T2V and V2V samples, respec-
tively. Moreover, the rotary position encoding for T2V and
T2I samples is supposed to be consistent with that of the



ID Insertion

Figure 13. Multi-reference object insertion results on UNIC-Bench [22]. Given an editing prompt and a reference image, FlowMimic can place the object from the reference
image into the specified region of the reference video in a natural, prompt-following manner, while generating corresponding motions. It should be noted that we do not employ any
specially constructed video editing data throughout the training process. We consider that the model’s capability to generate temporally natural motions for the subject based on the
caption may arise from FlowMimic implicitly transferring the motion-generation ability—acquired from training on T2V and 12V tasks—to editing tasks such as multi-reference
video editing. Moreover, our pixel-wise temporal warped flow field enables the model to learn how to place the subject from a reference image into the source image and maintain it
consistently over time. Together, these two abilities allow the model to accurately insert the subject from the reference image into the source video while generating natural and

plausible actions for the subject.

pretrained T2IV model; hence, the separate 3D RoPE is also
applied to these samples.

Element Identity Encoding. 3D RoPE helps the DiT ar-
chitecture perceive the relative positions of visual tokens
within the 3D space of each element. We also need to enable

the model to distinguish between visual tokens of different
elements, especially in multi-reference editing tasks. During
the exploratory phase, we investigated both 1D RoPE applied
along the element dimension appended after the 3D RoPE
and the conventional absolute positional encoding for repre-
senting element identity; the latter is briefly described below.



ID Replace

Figure 14. Multi-reference object replacement results on UNIC-Bench [22]. Given an editing instruction that specifies the subject to be replaced and a reference image,
FlowMimic can replace the subject in the reference video with the object from the reference image. When the subject in the reference video is in motion, as in the first and fourth
examples, the edited video naturally preserves the corresponding motion. The second example demonstrates that our model retains the original facial expressions when swapping
heads. The final example shows that, when altering the background, our method also generates appropriate lighting effects for the remaining regions. The pencil symbol points to the

object to be edited, which is specified in the editing caption.

As shown in Fig. 4, we employ a learnable embedding ta-
ble with negligible parameters to the flattened visual tokens
before applying 3D RoPE, denoted as Egje, € RCmaxxd=
where Cp,y is the maximum number of elements a sample
can contain. The table is initialized to zero weight to adapt
the pretrained T2IV model. For a given sample s containing
ns elements, we assign a contiguous index to each element

according to a fixed convention: the target element is con-
sistently assigned index 0, while the reference elements are
assigned indices 1,2, ...,n,_1 . The corresponding order
index embedding for the entire sample is then retrieved via a
lookup operation on the embedding table. Each retrieved em-
bedding vector Egk) € R% is subsequently added to visual
tokens belonging to the k-th element of the sample.



Video Stylization
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Reference Position Select Task. In multi-reference edit-
ing tasks, the editing instruction often contains positional
descriptors such as “image 17 or “image 2” to specify the
order of reference elements, e.g., “Add the glasses from
image 2 to the man in image 1”. It is therefore necessary
to assist the model in establishing the correspondence be-
tween the ordinal terms in the text and the visual tokens
of the elements. To this end, we introduce a reference po-
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Figure 15. Stylization and first frame propagation results on UNIC-Bench [22]. The stylization results demonstrate the model’s pixel-wise editing ability, whereas the first frame
propagation results show that the editing applied to the initial frame can be propagated to later frames in a natural and physically plausible manner.

sition select task. Specifically, as shown in Fig. 6, let R
denote the current cache of editing reference images. We
first randomly sample a set of n reference elements from R,
denoted as {Iief, , Lrefs - - -, Iref,, } © R. From this set, one
element is uniformly sampled to serve as the target image,
i.e., Iy = Irer, where k ~ U({1,...,n}). The editing in-
struction is generated via the template, such as “Reconstruct
image [Ind].”, where Ind is the order index (e.g., “17”, “27)



Black-and-white Video Colorization

Figure 16. Single-reference black-and-white video colorization, video deblurring, and video expanding results. The reference videos for deblurring are drawn from the test set

of the GOPRO Large [65] dataset.

of the selected target image within the set. The final sample
is therefore represented as the tuple ({Iref,, - - - , Jref, }» Jtar)
with the corresponding captions, and is used to steer the
model to sense and reconstruct the described target from the
visual context based on the positional cue.

3.6. Miscellaneous editing task specifics

First Frame Propagation. First frame propagation
(FFP) [33] refers to a video editing paradigm wherein modi-
fications applied solely to the first frame of a video sequence
are automatically and coherently extended to all subsequent

frames. The core objective is to maintain strict temporal
consistency—ensuring the visual alterations propagate real-
istically over time—while preserving the non-editing regions
and the original motion dynamics of the source video. The
approach effectively reframes the complex video editing task
into a simpler, two-stage process: (1) performing the desired
editing on a single image, i.e., the first frame, with an image
editing tool and (2) employing the model to generate a com-
plete, edited video conditioned on this modified first frame
and the contextual information from the original video.

We also generate first frame propagation training samples



Video Relighting

“Change the lighting to a focused stage spotlight from above”
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“Change the background to
a sandy beach on a summer day”

Figure 17. Video relighting, changing color tone, and video background replacement results. FlowMimic can change the lighting of the original scene and generate plausible
physical effects in response to an editing instruction. When altering the color tone, the model faithfully preserves the layout of the original frames. In background replacement, the
model also produces natural physical effects based on the editing instruction or an optional reference image, as exemplified by the character’s shadow in the fifth example and the
flickering of the campfire along with the corresponding changes in character illumination in the sixth. Unlike task-specific methods [23], our model does not rely on foreground
mask sequences to distinguish foreground from background; instead, it inherently possesses this semantic capability.

from image editing data pairs via the pixel-pair temporal
warped flow field. Concretely, let (Irf, , Iiar) denote the im-
age editing pair of an image editing sample, where I ., is
the source image and Iy, is the edited target image. In our
construction, the source image I, is retained as the first

frame of the source video, i.e., Vrig) = I, . The target im-

age Iy, is used in two roles: as a conditional reference image
(the second element in the sample) and as the first frame of
the target video, i.e. V{gf ) = Iy The corresponding captions
are assigned as follows: the source video is associated with
the original source caption ¢, rf, ; the second reference im-
age is associated with the original output caption ¢, sutput;



Change Expression

Video Virtual Try-on
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Figure 18. Changing expression, changing hairstyle, and video virtual try-on results. Example three demonstrates that, even with substantial subject motion, our editing effect

remains temporally consistent.

and the target video receives an output caption constructed
by prepending a template instruction to the original output

caption. The template instruction takes a form such as: “Re-

ferring to the editing result of the first frame of video 1 in
image 2, generate a video with image 2 as the first frame and
video 1 fully edited”. The remaining frames of the source and
target videos, {Vrg)} ! and {Vta(;t F-1, are synthesized

by applying the temporal warped flow field to the source and

target first frames.

Furthermore, the propagation test set of UNIC-Bench [22]
includes an outpainting task, which involves generating a
complete video that starts from a given first frame, condi-
tioned on a reference video with partially masked regions.
Inspired by this, we incorporate a small portion of such out-
painting tasks during training. We construct corresponding
samples by applying temporally fixed random masks to T2V



Video Facial Beautification
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Figure 19. Video facial beautification, changing shape and stylization video to live-action video results. Here, “changing shape” refers to the alteration of the object’s objective
form, such as its external age state or physical contour. The results of stylization video to live-action video demonstrate both the model’s capability to comprehend the semantics
of non-photorealistic videos and its ability to preserve pixel-wise editing effects with temporal consistency. Some of our image editing samples exhibit notable global color
discrepancies between the source and target images, and as a result, the edited outputs inherit these color drifts from the reference inputs due to limitations in the training data. We
believe that implementing more rigorous data collection and filtering procedures to exclude samples with color discrepancies will help to mitigate this phenomenon.

samples. Specifically, within a predefined mask ratio range,
e.g., from 0.8 to 0.83, we apply random masks that either
retain the interior region of the video by masking the exte-
rior or retain the border region (i.e., the leftmost, bottom,
rightmost, or top region) of the video. The masked region
remains identical for each frame. Fig. 7 illustrates the types

of masks applied to the whole video sequence. The masked
T2V video is used as the source video, the first frame of
the original T2V video serves as the second reference ele-
ment, and the original video is treated as the target video.
This process requires no additional data and is performed
online. It should be noted that training samples of the first



Watermark Removal
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“Change the boy's pose to slowly lifting two fireballs with hands,
add feathered wings, and a glowing halo above his head”

Figure 20. Watermark removal, multi-reference material alteration and adding visual effect results. In the third and fourth examples, where the editing captions specify the
bread and the girl, respectively, as the editing objects, the knife and the cup held by the girl remain unaltered. This demonstrates the model’s cross-modality semantic understanding
and its region-aware editing ability. Generating visual effects constitutes an interesting application of video editing; despite the absence of dedicated motion-editing data in the
training set, the model exhibits a degree of generalization capability.

frame propagation task, the subsequently introduced 12V I2V Task. In multi-image editing tasks, such as inserting
task, the video inpainting task, and the video expanding task an object from a second reference image into a source video,
are not included in the sampling process corresponding to it is essential to preserve the appearance of the reference
the modality mimic editing loss. object in the edited output and to ensure that it exhibits

natural motion. To enhance this capability, we introduce an
image-to-video (I2V) task. Specifically, we construct 12V
training samples by taking a T2V training sample V' =



Video Face Swapping

Figure 21. Video face swapping and SAM3-like video referring expression segmentation results. Our face swapping and head swapping image editing samples each comprise
only a few thousand instances and are of relatively low quality. For example, expressions, lip movements, gaze directions, and head poses are often inconsistent before and after the
swap; nonetheless, the model demonstrates a degree of generalization capability in preserving lip movements and head poses. Besides, our training data contains no dedicated video
editing data; therefore, we have no video referring expression segmentation data or, more broadly, video segmentation data. Solely through our pixel-pair temporal warped flow field,
sense-related tasks, and losses, our model achieves visual and language understanding capabilities, as well as temporal tracking abilities. The third example demonstrates that our
model can recognize the physical effects of specified objects, such as shadows. In fact, our referring expression segmentation image editing samples are derived from the RefCOCO
series datasets, resulting in coarse mask contours and the inclusion of noisy data with erroneous mask annotations. We believe that higher-quality training data, such as mask

annotations with more refined contours, will yield improved performance.

{Vi 2! as the target video and using its first frame as the
source image. Formally, the corresponding 12V sample is
defined as the pair (I, V'), where I = Vj. The corresponding
sample element captions are the first frame caption and the
video caption, where the latter comprises the first frame

caption together with a motion caption that describes both
the subjects’ motion and the camera movements within the
video. Similarly, one could construct first-last frame-to-video
(FLF2V) samples from T2V training samples. Since the
motivation for this task is analogous to that of the 12V task,
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“Change the hairstyle of the girl in a white short-sleeved top to long and light red hairstyle,
add a luminous crown to the girl in black garments, add fire to the head of the girl in a long dress”

“Add a large Greco-Roman marble angel sculpture to left grassland,
add a pond to right grassland, change the lighting to the noctilucent moonlight”

Figure 22. Multi-subject and multi-task editing results. Although each editing training sample contains only a single-object, single-task editing, when the editing instruction
contains multiple objects and various editing tasks at inference time, our model is also capable of identifying each object to be edited and executing the respective editing effects
accordingly. This suggests that our model has fundamentally acquired a genuine visual editing capability. We also present results for changing words and subtitle removal. With only
a tiny weight of the corresponding image and video editing tasks, the model exhibits a degree of capability on this relatively complex, non-rigid video editing task. Besides, although
our training samples contain none corresponding to the subtitle removal task, the model demonstrates the ability to remove subtitles.

we retain only the I2V task. Video Inpainting Task. For the video object removal
task [67], once the model has sensed the visual region cor-
responding to the editing instruction, it should possess the



Traj ectory guided Condmonal Input Editing

Figure 23. Trajectory-guided conditional input editing. Our image editing tasks include both the condition map to image and its inverse operation, among which are approximately
3K image editing pairs—randomly sampled from the RefCOCO dataset—that involve generating a specified object from an image annotated with color-smeared blocks. We
recognize that, for video editing tasks, this corresponding capability can give rise to trajectory-conditioned editing. In the first and second examples, for instance, we randomly insert
color blocks that traverse in the reference video; this allows the initial position and trajectory of the editing region to be specified precisely and additionally.

latent capability to “imagine” and generate the content that
was occluded by the removed static or dynamic object. To
enhance this capability, we introduce a generalized video
inpainting task. Specifically, as shown in Fig. 7, for a T2V
video sample in the original pixel space, we occlude the
video with a fixed mask or a mask that moves randomly over
time to create a reference video, and use the original T2V
sample as the target video. Formally, let V € RE>HxWx3
denote the original video. We define a binary occlusion
mask M € {0, 1}FXHXW that is zero in the regions to
be inpainted. The reference video is then constructed as
V =V © M, where © denotes element-wise multiplica-
tion. The model is trained to generate the occluded region
from the random masked video input V, thereby learning to
“imagine” the missing spatio-temporal regions naturally and
sensibly.

We take two masking strategies as examples: the fixed
random rectangle mask and the moving random rectangle
mask. For the fixed random rectangle mask, which aims to
simulate the static object, a rectangular region of random
width w and height A is selected at a random position (z, y)
within the frame. The same rectangle is set to zero (black)
in every frame of the video. The mask is therefore static in
time:

. 0 ifr<j<z+wandy <i<y+h,

My (i, j) = :

1 otherwise,

where t € {0,...,F — 1}. For the moving random rectan-
gle mask, which aims to simulate the motion of a mov-
ing object, such as a walking lion, a rectangle of ran-
dom width and height (w,h) is initialized at a random
starting position (xg,yo). It is then assigned a constant
velocity (vg,v,) . The rectangle’s position at frame ¢ is

(¢, y) = (xo + tvg, Yo + tvy). The mask at each frame is
zero inside the moving rectangle:

L. 0 ifey <j<azp+wandy <i <y +h,
M (Z’ J ) = .
1 otherwise.

In practice, masks can be positioned arbitrarily, such as a
border mask that statically occludes the frame periphery, or
amoving mask that is only partially visible in the first frame.
The training pair is then (V', V') with the template instruction
such as “Generate the invisible black block region of video
1”. In contrast to the conventional definition of the video
inpainting task, our masks are randomly generated. Actually,
this design aims to enhance the model’s ability to plausibly
generate content in occluded regions. Consequently, it has
no need for additional cost on annotating masks that target
specific objects to be removed.

Video Expanding Task. Video outpainting [68] extends
a video sequence beyond its original spatial boundaries by
synthesizing plausible content in the missing border regions.
For instance, it can transform a vertically framed (e.g., 9:16)
social-media clip captured on smartphones into a widescreen
cinematic (e.g., 16:9) aspect ratio. We consider that this
task also strengthens the model’s ability to preserve exist-
ing visual tokens while naturally generating contextually
coherent extensions—a form of imaginative synthesis—and
therefore we incorporate it as a training task. The prevail-
ing approaches typically mask the border regions of video
samples as source video during training, as described in
the first frame propagation’s outpainting task. We explore
a direct method for constructing video outpainting training
samples via a random cropping operation applied to the VAE
latents of a T2V sample. We term this video outpainting task,



Generalizing to Unseen Conditional Input Task - No Normal Map to Portrait or Portrait Animation Training Data

Figure 24. Generalizing to unseen conditional input task results. Our training data contain only a small number of samples related to normal maps, all of which are global
normal maps of scenes with no data pertaining to bodies or portraits. Nevertheless, for the normal map to image task that involves only the foreground, the model displays some
generalization capability. As shown in the second row, provided with a sequence of human normal maps and the corresponding editing caption, we are able to produce a body dance
video exhibiting the corresponding motion. Moreover, for the normal map to video editing task that includes a reference image—a task completely unseen during training—the

model also demonstrates a degree of generalization.

which is distinct from the conventional definition, as video
expanding.

Specifically, as shown in Fig. 7, for a given T2V sample,

we first extract its VAE latent representation. Let the original
latent be z; € Rft*hxwixC “where f; denotes the number
of latent frames, h; and w; are the height and width of the

latent spatial dimensions, and C' is the number of channels.

We define a random cropping function Crop(-) that extracts
a sub-region from z; to produce a cropped latent 2 ¢rop €
RIAXhxwixC with b < hy and w) < wy.

The cropping follows one of three modes. For random
cropping mode, the cropping height ) and width w; are
sampled uniformly as:

hy = |mhi], wi=|nww], (59
where 1, 1w ~ U(Nmin, Pmax) With Dmin, Tmax as default
values. The top-left corner (4, j) is chosen uniformly such
thati € {0,1,...,hy—hj}andj € {0 1,...,w;—wj}. The
cropped latent is then Zicrop = 21[5, 0 1 1+ h JJ g+,
For fixed-height cropping mode, the cropping width wy is



121 Inference Frames: 3x above the Training Average
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“Add a white scarf to the woman”

Figure 25. Temporal generalization to more video frames during inference. During training, to conserve both CPU and GPU memory due to the online generation of video
editing data, we generate videos with an average of 37 frames and a maximum of 61 frames. In inference, we investigate whether the model exhibits temporal generalization to
longer sequences. Testing on 121 frames—within an acceptable inference time on the mid-range GPU—shows that the model retains a degree of generalization capability for

inference lengths beyond the training distribution.

sampled as:
’UJZ = |_§le ; 5 ~ u(ﬁminy gmax), (60)
and the cropping is centred horizontally, i.e.
. w; — w,
i==5") ©1)

The vertical extent covers the full height, s0 2 crop = 2 [:):
,J t j 4wy, :]. For fixed-width cropping mode, the cropping
height i’ is sampled as:

h = LCHJa C ~ H(Cmina CmaX)a (62)
and the cropping is centred vertically, i.e.
) hy — h}
i= l%f (63)

The horizontal extent covers the full width, giving 2; ¢rop =
zil, 00 i+ Ry,

The cropped latent z; .op serves as the reference element,
while the original full latent z; is retained as the target. Be-
sides, the template editing caption takes the form such as “Ex-
pand the image 1, keep the content of image 1 unchanged”.
The model is thereby trained to generate the complete video
content from a partially observed region.

Image and Video Colorization Task. The colorization
task [69, 70] for monochrome imagery refers to the conver-
sion of a grayscale image or video sequence into a plausible

color version. A pertinent and compelling application of this
technology is the transformation of early black-and-white
movie clips from the silent-film era and beyond, such as
Charlie Chaplin’s Limelight, into vividly colored films.

For the image colorization task, we construct a training
sample as follows. Let I.,; € R¥*W*3 be a color image
randomly sampled from the training set of other editing
tasks; this serves as the target image. The corresponding
source grayscale image Io,y, € RP*W*3 is obtained by
applying the standard luminance conversion formula to each
pixel. Denoting the red, green, and blue channels of I
as R,G, B € RE*W  the luminance (grayscale) value Y
for each spatial location is computed as: Y = 0.299 - R +
0.587 - G +0.114 - B. The three-channel grayscale image is
then formed by replicating Y across the channel dimension:
Iy = [Y,Y,Y]T. The editing instruction is provided via
a template sentence, e.g., “Add appropriate colors to image
1. For the video colorization task, we also generate video
editing samples from the static image colorization data via
the pixel-pair temporal warped flow field.

3.7. From stylized T2I to stylized T2V

We examine the stylized video generation capability of the
pretrained T2IV model—for instance, in Impressionist and
Baroque painting styles—and note that the generated videos
are typically in a live-action style. Similarly, the majority of
our T2V training videos are also drawn from live-action films
and television series. Since our T2I data include a portion of
training examples in these artistic styles, a natural extension



V2V - Stylization

Figure 26. Comparison of the visual output distributions between video editing and image editing tasks under the same reference first frame. The modality mimic editing
loss aims to align the editing capabilities between V2V and I2I. Given a reference video and an editing instruction, we perform video editing while also applying image editing to
the first frame of the reference video. For the different tasks, the first and second columns within the purple rectangles show the results of image editing and the first frame of video
editing, respectively. It can be observed that the model’s editing output distributions for the video and image modalities are relatively aligned.

is to enable T2V to acquire a stylized generation ability
comparable to that of T2I. Following a common practice, we
temporarily duplicate the T2I training image as multi-frame
videos for T2V training; these static videos contain subsets
generated from stylized images. We append the sentence
“The camera remains still.” to the original T2I prompt to
serve as the T2V prompt for such static videos. Specifically,
during the modality mimic generation step, a frame count,
Flatic, is randomly sampled from the set {13, 25, 37,49, 61}.
The first T2I sample of the current training batch is then
repeated to Fy,q frames to form a static video sequence,
which replaces the second T2V sample in the training batch.

4. Experiments

In Sec. 4.1, we introduce the implementation details of
FlowMimic. The benchmarks employed in our experiments
are described in Sec. 4.2. Then, in Sec. 4.3, we qualita-
tively demonstrate the FlowMimic’s editing results trained

solely on image editing data and video editing data gener-
ated online from them via pixel-wise temporal warped flow
field—of video editing tasks across different levels. Besides,
in Sec. 4.4, we qualitatively discuss the methods including
the modality mimic losses and the sense-related tasks and
corresponding losses. Finally, we demonstrate the stylized
T2V results in Sec. 4.5.

4.1. Implementation Details

We use the publicly available Wan2.1-T2V-1.3B model [18]
as the pretrained T2IV model. The experiments are con-
ducted on 32 mid-range 80GB GPUs. We employ the pro-
grammatic function “torch.nn.functional.kl_div” to imple-
ment Lumimic, gen 1N Eq. (39), with the “target”, “input”, and
“reduction” arguments set to pp, o 10g(Pl; ), and “batch-
mean”, respectively. The learning rate is linearly increased
from 5 x 1075 to 1 x 10~° over 5000 warm-up steps and
then held constant. The ratio of generation training steps to

editing training steps is 4:1. The following loss coefficients



Figure 27. Comparison of T2I results between the pretrained T2IV model and our model under identical cinematic prompts. The modality mimic generation loss aims to
align the generation distributions between T2V and T2I, bringing the latter closer to the former in terms of cinematic realism. The results indicate that, compared to the pretrained

T2IV model, our model yields improved cinematic realism in T2I generation.

are apphed Nmimic,gen = 5; Tmimic,editing = 3, Qmimic,gen =
0.1, Omimic,editing = 0.1, apmsc = 0.5, Qgensean = 1.0.
For the hyperparameters introduced in Sec. 3.6, we set:
Tlmin = 05, TImax = 0957 Emin = 027 gmax = 0337 Cmin =
0.2, (max = 0.33. In contrast to the current large-parameter
models, our model is designed to verify the feasibility of
the flow field paradigm and algorithms with a relatively
light number of parameters and a limited training sample

size. Specifically, to prevent memory overflow, the number
of frames in the video editing samples generated online is
uniformly sampled from 13, 25, 37, 49, and 61. Each edit-
ing step’s total training batch comprises 28 image editing
samples and 12 video editing samples.

Besides, given that in our multi-reference image editing
samples, some of the reference elements share identical reso-
lutions and exhibit a degree of content coupling, we also pro-
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Figure 28. Visualization comparisons of cross attention maps between referring
expressions’ corresponding text embeddings and the first frame of the reference
video on UNIC-Bench. To enhance the model’s comprehension of natural language
and visual content, as well as its cross-modality matching capability, we design sense-
related tasks and losses. The results demonstrate that, compared with the pretrained
T2IV model, our model can more accurately focus on the visual regions corresponding
to the referring expressions in the reference video. Please refer to Sec. 4.4 for details.

cess the reference images excluding the source image during
online multi-reference V2V sample generation. Specifically,
for each such reference image pertaining to the object inser-
tion task using internal data, we either flip it, or replace it
with the last frame of a 25-frame video online generated by
applying a pan-based, zoom-based or rotation-based motion
type with a certain probability. For other cases, we replace

it with the last frame of a 25-frame video online generated
by applying a zoom-based motion type with a certain prob-
ability. Finally, we apply a mild centre-focused resolution
cropping to the boundary of these reference images with a
random ratio sampled between 0.05 and 0.1.

Furthermore, in addition to the referring expression seg-
mentation task, we also introduce a referring expression
object removal task. Specifically, we generate image editing
data of the referring expression object removal task using
RefCOCO [59], RefCOCOg [59], RefCOCO+ [59], and gRe-
fCOCO [61]. We input the original image and the ground-
truth instance mask into the mask-guided image object re-
moval model ObjectClear [71], and use the resulting edited
image as the target image for referring expression object re-
moval samples, with the original image serving as the source
image. Similarly, we generate referring expression object
removal video editing samples using the pixel-wise temporal
warped flow field. The editing caption is a template sentence
such as “Remove [R].”, where R is the referring expression.

For the multi-reference wearable object insertion task, we
construct about 5K image editing samples from an existing
dataset AnylInsertion [72]. Each original data sample pro-
vides: a reference image of the wearable object, the object
type text label (e.g., “necklace”), a target image including
a person wearing the reference object, and a corresponding
mask for the target image that indicates the location of the
reference object within it. We utilize the subset where the
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reference object type text label belongs to “glasses”, “scarf”,
“necklace”, “shoes”, “bracelet”, “ring”, and “watch”. In a
similar manner, we apply ObjectClear to the target image
and its mask to produce an inpainted image; this becomes the
source image for the wearable insertion task. Subsequently,
the original reference image is adopted as an additional refer-
ence, and the original target image is kept as the ground-truth
output. We also employ our flow field paradigm to produce
corresponding video editing samples. The editing instruction
follows a template sentence, such as “Add the [¢{] in image
2 to the person in image 1.”, where ¢/ denotes the text label.

In addition to the publicly available image editing datasets
mentioned above, the remaining training data for T2V, T2I,
and I2I tasks are internal. Some of our I2I training samples
exhibit a noticeable global color discrepancy between the
source and target images. Owing to this, the inference results
may therefore display a similar global color discrepancy
from the reference inputs in some cases. The T2V training
videos available to us have a resolution around 832 x 480
and exhibit certain limitations: they may contain subtitles,
watermarks, and black borders. Moreover, as these videos
were obtained by sampling one frame per 12 frames from
the original footage, inter-frame smoothness is sometimes
suboptimal. Please refer to Sec. 5 for more details. Using
these resources allows for some efficiency gains in data
processing. In practice, training data for T2V, T2I, and 121
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Figure 29. Comparison of T2V results on stylized prompts. For three common oil painting styles, we employ identical stylization prompts and random seeds for T2V generation.
As can be seen from the results, compared to the pretrained T2IV model, our model exhibits a better stylistic response.

tasks are readily available in large quantities from existing
public datasets.

4.2. Benchmarks

We present qualitative results for FlowMimic on the pub-
lic video editing benchmarks FiVE-Bench [52] and UNIC-
Bench [22], along with results on additional tasks using

)
y | —
Pretrained T21V Model

publicly accessible online videos (e.g., from YouTube), the
latter encompassing tasks not covered by the standard bench-
marks. FiVE-Bench [52] includes 420 source-target prompt
pairs spanning six video editing tasks: rigid object replace-
ment, non-rigid object replacement, color alteration, material
modification, object addition, and object removal. Moreover,
UNIC-Bench [22] contains single-reference object removal



task and multi-reference tasks including object insertion,
object replacement, video stylization and first frame prop-
agation. Specifically, for video deblurring task, we employ
the test set of GOPRO Large [65] dataset. For all reference
videos except for those employed in the temporal general-
ization experiment, we retain their original frame rates and
use the first 25 frames as the final reference videos. The
reference videos for the temporal generalization experiment
are also kept at their original frame rates and comprise 121
frames. We perform inference on the mid-range GPU.

4.3. Qualitative Video Editing Results

Theoretically, provided that the image editing task meets
a certain correspondence in layout between the source and
target images—which need not be strict, for instance, skele-
tons to human bodies or vice versa—such editing capability
can also be extended to videos via our pixel-pair temporal
warped flow field. This type of editing task allows substantial
freedom of definition and can be designed as required; we
hereby select some classic or interesting tasks for demonstra-
tion. During training, the weight of samples corresponding
to each editing task is distributed in a prescribed ratio, which
can be adjusted in practice to prioritize specific tasks as
required.

Classical Video Editing Tasks. Fig. 8, Fig. 9, Fig. 10,
Fig. 11, Fig. 12, Fig. 13, Fig. 14, and Fig. 15 demonstrate
the editing results on classical tasks on two common bench-
marks: FiVE-Bench and UNIC-Bench. Empirically, multi-
task training does not pose a significant learning challenge,
but it does slow the convergence speed. We regard this as
a trade-off for enhancing the model’s comprehensive edit-
ing capability. For training, we use only online-constructed
video editing data based on pixel-pair temporal warped flow
field. Results show that this is sufficient for the model to
master multi-task editing, while the sense-related tasks and
losses free the model from reliance on editing-region mask
sequences.

More Practical and Interesting Video Editing Tasks.
Fig. 16, Fig. 17, Fig. 18, Fig. 19, Fig. 20, Fig. 21, and Fig. 22
present the model’s performance on a broader range of tasks.
Our training data also includes tasks not illustrated here,
such as image to normal map, depth map to image, skele-
ton map to image, and sketch to image editing—both rigid
and non-rigid—each assigned a modest weight. Indeed, our
video editing results demonstrate that the definition of an
editing task is highly flexible: provided that an image pair
exhibits a loose correspondence in layout, the model can
learn the corresponding video editing task through our data
paradigm and algorithms.

Further Exploration of Editing Capabilities. Fig. 22,
Fig. 23, Fig. 24 and Fig. 25 discuss the editing abilities of
the model from different aspects. The ability to respond to
editing instructions involving multiple objects and multiple
tasks is a required capability for an editing model. Although
our training data only contain single-object and single-task
editing samples, our model has fundamentally acquired a
genuine visual editing capability and can apply it to multi-
object and multi-task scenarios. Relevant examples are pre-
sented in Fig. 22.

Condition-guided editing constitutes a popular applica-
tion scenario, where recent works inject trajectory, explicit
2D, or explicit 3D-based signals via a control network
into video models to accomplish tasks such as trajectory-
customized video editing, body animation [73], or portrait an-
imation [46]. Our image editing data include a modest num-
ber of condition map to image pairs and their inverses—such
as normal, skeleton, and depth maps—which endow the
model with a degree of conditioned video generation ca-
pability, the ability to estimate 3D maps (e.g., normal and
depth) from images, and the ability to estimate 2D maps
(e.g., referring expression segmentation and semantic seg-
mentation maps) from videos. Beyond these commonly used
conditioning signals, we explore a video editing task associ-
ated with trajectory customization. Specifically, our image
editing pairs include approximately 3K samples reversed
from the RefCOCO dataset, in which a specified object is
generated within a given color block region. In the video
editing scenario, this ability corresponds to generating the
specified object within a prescribed color block trajectory.
As shown in Fig. 23, the model indeed exhibits this capabil-
ity and can produce corresponding physical effects, such as
the splashing of water.

The normal map to image data comprises fewer than 2K
samples, all of which are global normal maps of scenes—that
is, they contain no data pertaining to bodies or portraits. The
second row of Fig. 24 demonstrates the model’s general-
ization capability, for which the conditioning sequence of
body animation typically consists of foreground body normal
maps. Furthermore, Fig. 24 illustrates that, for the unseen
task of animating a reference image with the condition maps,
the model also exhibits a certain degree of generalization
ability.

Whether the number of inference frames can exceed the
average or maximum number of training frames is a perti-
nent concern. The results in Fig. 25 demonstrate that the
editing capability of our model is not confined to the training
frame distribution; rather, it exhibits a degree of temporal
generalization.

4.4. Qualitative discussion on the methods

Modality mimic losses. Modality mimic losses are de-
signed to align the generation distributions of the model



across the video and image modalities. Specifically, we in-
troduce an editing loss and a generation loss respectively.
As shown in Fig. 26, the editing results exhibit a close dis-
tributional similarity regardless of whether a full reference
video or only its first frame is provided. Modality mimic
generation loss aims to bring the cinematic realism of the
T2I generation distribution closer to that of the model’s T2V
capability. In Fig. 27, it can be observed that, compared to
the pretrained T2IV model, our model yields better cine-
matic realism for cinematic prompts. The resolution for T21
here is 832 x 480.

Sense-related tasks and losses. Sense-related tasks and
losses, in particular the sense text cross attention map loss,
are designed to strengthen the model’s comprehension of the
natural language and visual modalities, as well as its ability
to perform cross-modal matching between them. To examine
the model’s capability in this respect, we visualize the cross
attention maps corresponding to specified phrases. Specifi-
cally, as shown in Fig. 28, we reconstruct the first 25 frames
of reference videos from the UNIC-Bench, i.e., the output
caption matches the reference caption. For the first seven
examples, the referring expressions are the objects to be re-
moved in the object removal task; for the final stylization
example, we use “open laptop” as the referring expression.
During inference, for the final sampling step, we first com-
pute the cross attention maps between the visual tokens of
the reference video’s first frame and the text embeddings
corresponding to the referring expression, then average them
across DiT attention head numbers and DiT block numbers,
and finally upsample and visualize the result as a heatmap.
From the results, it can be observed that, compared to the
pretrained T2IV model, our model is capable of attending to
a more accurate visual region for a given specific expression.

4.5. Stylized T2V results

The strategy we employ—generating static video sequences
from T2I training images to serve as T2V training sam-
ples—is designed to enable the video modality to acquire
a stylized generation capability close to that of the image
modality. As shown in Fig. 29, the results demonstrate that,
compared to the pretrained T2IV model, our model achieves
better stylistic responsiveness.

5. Conclusion

In this paper, we aim to model the video and image modali-
ties jointly for both generation and language-guided editing
with optional reference images. Specifically, we propose a
pixel-wise temporal warped flow field, an online, real-time
data generation paradigm that enables scalable acquisition
of video editing data—comprehensible and learnable by the
model—from image editing data alone. This paradigm can

be applied to freely defined editing tasks, provided a loose
layout correspondence exists between the source and target
images.

To align the generative capabilities of the video and im-
age modalities and to allow each modality to learn from the
strengths of the other, we design a modality mimic gener-
ation loss and a modality mimic editing loss. These losses
encourage the T2I outputs to approach the cinematic real-
ism of the T2V outputs, and steer the video editing output
distribution towards the image editing distribution, which
converges faster and benefits from a larger number of train-
ing samples per step.

The foundation of editing lies in the model’s correct com-
prehension of the editing instruction and the reference visual
content, its ability to accurately locate the visual region
corresponding to the subject specified in the text within the
reference video or image, and its capacity to modify only that
specific region. Existing methods often simplify this process
by either connecting a Multimodal Large Language Model
(MLLM) via a connector followed by multi-stage fine-tuning
to identify the target region, or by directly inputting a mask
sequence to explicitly indicate the editing area. We aim for
the model itself to internalize this capability, while simulta-
neously reducing parameter count and the number of training
stages. Therefore, we design sense-related tasks and corre-
sponding region-aware latent-level and attention-level losses.
The visualization of cross-attention maps demonstrates that
our model can, based on a specific phrase in the text, at-
tend relatively accurately to the corresponding region in the
reference visual input. Moreover, the editing results across
multiple tasks indicate that the model is able to correctly
locate and modify only the intended editing region. This
collectively signifies that the model has, to a considerable
extent, internalized this capability.

Future works. The pixel-pair temporal warped flow field
enables the pixel-level preservation and real-time synthesis
of corresponding video pairs from both condition-map-to-
image and image-to-estimated-map data. Even with limited
quality and quantity of image training samples, the results
demonstrate that this capability can be generalized to high-
level video understanding tasks (e.g., semantic segmenta-
tion, referring expression segmentation), low-level video
processing tasks (e.g., video deblurring), and controllable
video generation, representing a promising research direc-
tion. Therefore, enhancing the quality and quantity of these
image training samples provides a plausible path for further
improvement. For example, data for sense-related tasks is
currently composed solely of the RefCOCO series datasets.
These data contain a relatively limited variety of referring
expressions, and the instance masks are often delineated
with relatively coarse contours; this could be improved by
supplementing them with data from a broader range of cat-



egories, as well as by providing instance masks with more
finely detailed contours.

Furthermore, the majority of the T2V training data avail-
able to us comprises dimly lit film and television footage
of moderate quality and low frame rate—a result of further
frame subsampling from the original material, which leads to
pronounced inter-frame motion discrepancies and a degrada-
tion of temporal smoothness. These clips are also frequently
marred by subtitles, watermarks, or black bars at the top
and bottom. We may therefore attempt to acquire higher-
quality, clean data to improve training performance. Besides,
for many of our tasks, the number of corresponding image
editing samples is quite limited. The available data also in-
cludes contaminated or low-quality samples. For instance,
training data for face swapping and head swapping tasks is
not only scarce but also of low precision. For example, ex-
pression, lip movement, gaze direction and head pose before
and after face swapping or head swapping lack consistency.
Although ObjectClear is an impressive mask-guided image
object removal model at present, its inpainting results on the
RefCOCO series of datasets are often blurry, failing to fill
the masked regions with plausible and clear content. This
issue is particularly pronounced on the gRefCOCO dataset,
where instance masks encompass multiple objects. Conse-
quently, when we use such editing results as target images
for referring expression object removal samples, the model’s
effectiveness is affected to some degree, manifested as re-
duced output clarity and diminished reasonable inpainting
capability. We believe that with the rapid development in
the field of image inpainting, more suitable image object
removal models will soon emerge to address the limitations
introduced by such third-party tools. Furthermore, a notice-
able global color discrepancy exists between the source and
target images in some of our I2I training samples. This can
lead to a corresponding color shift between the inference
results and the reference inputs. We believe this phenomenon
can be mitigated by employing higher-quality training data
and implementing a filter to exclude samples with significant
global color discrepancy.

Additionally, we have not performed dedicated hyperpa-
rameter tuning for the weighting of each individual task. In
practice, for tasks of greater interest, increasing their corre-
sponding data weights could expedite convergence in those
areas, and the model’s performance would consequently be-
come more proficient on these tasks. Some of the editing
tasks presented in this paper are assigned minimal weights;
nevertheless, experimental results from the exploratory phase
under task-focused training indicate that the performance
ceiling for each editing task, when trained in a focused man-
ner, is relatively high.

Ethics considerations. Al visual models must not be ma-
liciously employed in any context, such as to attack indi-

viduals or to generate or edit defamatory video content. We
firmly oppose such practices, and we hold that relevant legal
frameworks and ethical guidelines should be progressively
refined alongside the advancement of visual models.

Acknowledgments and Timeline. This project was ini-
tially launched to verify whether hybrid training across im-
age and video modalities could enable the two modalities to
benefit each other in both generation and editing tasks. The
exploration gave rise to the data paradigms and algorithms
included in this paper—for instance, the data paradigm trans-
fers the image editing capabilities to the video editing coun-
terparts. The methods and the motivations described in this
paper, as well as the exploratory attempts, were documented
in detail concurrently in the timestamped weekly reports,
together with the associated timestamped weblinks to re-
sults visualizations (e.g., results of different video editing
tasks, image editing results, results of the reference-to-video
task using the method introduced in Sec. C.8, results of the
broader notion of 12V with editing instructions, and T2I and
121 results under various explored modality mimic losses and
strategies). The implementation and experiment logs of each
method, as well as the writing of this study, were recorded
using Git.

Wei Liu led this project. Dingyun Zhang proposed and
implemented the core algorithms for FlowMimic. This in-
cludes the methods detailed in Sec. 3 (excluding the ele-
ment identity encoding with absolute positional encoding),
the color block abstraction method provided in Sec. A, the
modality mimicry paradigms in Sec. B, and other attempts
during the exploration phase in Sec. C. Among these, the
modality mimic generation loss was proposed and imple-
mented in April 2025, with the associated exploratory ex-
periments completed during the same period; the strategy in
Sec. 3.7 was explored in June 2025; the adjustments made
to the model architecture for the editing tasks, as described
in Sec. 3.5—including the element identity encoding with
1D RoPE for element dimension to each sample element ap-
pended after the 3D RoPE—were proposed and implemented
in August 2025; the pixel-pair temporal warped flow field
and the modality mimic editing loss were proposed and im-
plemented in mid-September 2025; the editing-task details in
Sec. 3.6 were explored in September and October 2025; and
the sense-related tasks, together with their corresponding
losses, were proposed and implemented in November and
December 2025. Between September and early December
2025, she validated that, when training on both generation
and editing tasks across video and image modalities simulta-
neously, the pixel-pair temporal warped flow field enabled
FlowMimic to master the video editing capabilities of all the
editing tasks presented in this paper—and beyond—without
requiring specially constructed or collected video editing
training samples. This was observed under both focused



training on a single editing task and mixed training on all
editing tasks. She wrote this paper and completed it in mid-
May 2026 (with the unrevised manuscript finished in April
2026; the paper became internally accessible on the orig-
inally scheduled date of 22 May 2026, and was uploaded
to the publication review platform pending approval; the
PDF of this paper received a credible timestamp certifica-
tion’ dated 20 May 2026), trained the models presented in
the paper, integrated the Wan2.1 training framework, and
handled the processing of offline T2V sample VAE latents.
Lixue Gong proposed and implemented the element identity
encoding to the reference elements with absolute positional
encoding as the replacement of the 1D RoPE. She performed
frame resampling and caption labeling for the original T2V
data, and integrated the T2I and the in-context I12I dataload-
ers within the Wan2.1 framework. Dingyun Zhang applied
the element identity encoding to the target element with
index zero, while reference elements are assigned indices
beginning from 1 in September 2025. We also thank Zixuan
Zhang for acquiring the T2V cinematic data and construct-
ing the internally compiled evaluation set. We would like to
thank the people involved in constructing the internal T21
and I2I data used in this study.
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A. FFP Details and Color Block Abstraction

Propagation Edited First Frame Spatial Drift Visualizati

Source Video Sequence

Figure 30. In the first frame propagation test samples of UNIC-Bench [22], instances
occur where the object replacement editing result of a specified object in the first
source video frame by a third-party tool exhibits significant spatial drift from the
original object. For example, in the input video depicting a walking brown bear, the
editing applied to the first frame yields a walking goat. The goat is expected to appear
at the location of the brown bear; however, the visualization result demonstrates a
noticeable spatial drift between the goat and the bear. This discrepancy becomes even
more pronounced at the pixel level, where details such as the precise positioning of
the four legs during the stepping motion fail to align.

In this paper, we balance the diversity of training tasks
with convergence speed to validate the effectiveness of our
data paradigm and algorithms. Accordingly, for first frame
propagation, we primarily train on subtasks such as object ad-
dition, object removal, and outpainting, while also including
a very limited proportion of subtasks like stylization, object
replacement, and background replacement. The training data
for all these tasks is generated online from single-reference
image editing samples. In practice, in our focused explo-
ration of the first frame propagation task, we additionally
generate training data for these tasks online from correspond-
ing image pairs in multi-reference image editing samples.
The specific methodology for online generation is detailed
in Sec. 3.6.

In the first frame propagation object replacement test sam-
ples of UNIC-Bench [22], we observed that the replacement
of specified objects in the first frame of the source video by
third-party image editing tools occasionally resulted in a sig-
nificant spatial drift between the replaced object and the orig-
inal, as illustrated in Fig. 30. Consequently, in the focused
experiments, we devised a targeted approach in October
2025 to address the significant spatial drift in the replace-
ment results caused by such third-party tool errors. Naturally,
we aim to expose the model during training to similar cases
where the replacement result exhibits substantial spatial drift
from the original object. Rather than collecting additional im-
age editing data that meets the requirements, we employ an
abstraction-based method and verify its effectiveness. Specif-
ically, we employ “color block abstraction” to simulate this
scenario, positing that from the model’s perspective, the two
are analogous and thus learnable. In particular, in line with
the motivation behind the pixel-pair temporal warped flow
field, we assume that, from the model’s perspective, two spa-
tially drifted objects can be represented by two color blocks
of distinct colors and shapes that are also spatially drifted.
This approach assists the model in learning the object re-
placement editing between two objects when their pixels are
only coarsely corresponding.

As shown in Fig. 31, for an image containing a subject,

Propagation Frame Target Image

Source Image

Figure 31. Illustration of the color block abstraction method. We employ color
blocks to abstractly represent objects, where the original color block and the replace-
ment color block exhibit significant differences in color, shape, and position. This
approach simulates scenarios where the editing result in the propagation frame demon-
strates notable localization drift relative to the original object in the first source frame.

such as a person, or a background-only image without a
subject, we replicate it into three copies. In the first image,
we add a rectangle of random color at a random position,
representing the original subject. In the second image, we
add a rectangle of a different random color, with its size and
position varying within a certain threshold relative to the first
rectangle. The positional relationship is further categorized
into three cases: complete containment within the first rect-
angle, partial overlap with the first rectangle, or no overlap at
all. The rectangle in the second image represents the editing
result of object replacement, exhibiting significant positional
drift from the original object. The third image is identical
to the second image containing the rectangle, serving as the
target image.

Figure 32. First frame propagation results with the color block abstraction method-
ology. It can be observed that the model is capable of generating plausible motion
for the replaced object, despite distinct spatial discrepancies and action misalignment
between it in the propagation frame and the original object in the first source frame.
This holds true even when background inconsistencies are present due to editing
artifacts introduced by the third-party tool.

Based on this image sample, we generate a video editing
sample online, where the first and third images form the
image pair for obtaining the video pair, and the second image
acts as the reference propagation first frame. Through this
approach, the replaced object in the first frame propagation
results exhibits natural movement consistent with that of the
original object, as demonstrated in Fig. 32.

The color block abstraction method also encompasses
several variants. For instance, one may initially generate a
video pair online from an image pair, then incorporate two
rectangles meeting the aforementioned conditions into the
first frames of the source and target videos, respectively,



and allow them to undergo smooth, unidirectional motion
over time. In the context of object removal tasks, we have
also explored the addition of temporally static or moving
color blocks to reference videos containing subjects, with the
target video remaining the original reference video, thereby
simulating video inpainting data under occlusion scenarios.
The shape of the color block is not limited to rectangles; it
may, for example, deform over time or be replaced by a color
instance mask. Color block abstraction is a method we have
validated as effective during our exploration; however, the
results presented in this paper do not include this strategy,
as we intend for the model to learn to preserve pixel-wise
editing effects during object replacement, and therefore do
not consider the significant editing errors introduced by such
third-party tools.

B. The Modality Mimicry Paradigms

We consider that the motivation and methodology of the
modality mimicry section in Sec. 3.3 can be generalized
into different paradigms from different perspectives and may
potentially be applied to corresponding suitable scenarios.
The concrete implementations presented in this paper, to-
gether with the approaches explored during the exploration
phases later introduced in Sec. C, may potentially be adapted
to these specific scenarios. Two such examples are listed
below.

B.1. On-policy Self-distillation of Flow Matching

The modality mimicry paradigm can be generalized as fol-
lows: given two samples that share identical configurations
except that one enjoys a more favourable condition, the
model performs better on the sample with the favourable
condition. By applying a suitable loss or strategy, we en-
courage the model’s performance on the naive sample to
imitate its performance on the favourable-condition counter-
part. Through such capability imitation, the model exhibits
comparable performance at inference time regardless of the
presence of the favourable condition. That is, the capabil-
ity originally associated with the favourable condition is
elevated to a permanent capability that persists even in its
absence.

In this paper, taking the modality mimic generation
method as an example, other configurations correspond to
the original latents, noises, timesteps, noisy latents, and cap-
tion text embeddings, while the favourable condition is un-
dergoing temporal attention alongside subsequent frames.
Multi-frame T2V, by virtue of its temporal dimension, is
inherently more suited to the entangled spatio-temporal full
self-attention architecture. Consequently, the T2I generation
ability of the model is encouraged to mimic its photorealistic
T2V counterpart. Similarly, for models trained with spe-
cially constructed subject-to-video (S2V) [74] and subject-
to-image (S2I) [56] data—such as an appealing model, Phan-

tom [75]—a gap in cinematic realism and identity preserva-
tion was also observed between S2I and S2V. Therefore, one
can also employ the modality mimic editing loss to encour-
age the model’s S2I ability to mimic its more photorealistic
and lifelike S2V counterpart. Besides, our attempts based
on the pretrained T2IV model on the reference-to-video task
are briefly described in Sec. C.8.

FlowMimic-OPSD. As this paper was nearing comple-
tion, the term on-policy self-distillation (OPSD) [76-78] has
gained considerable traction. We consider that, viewed from
the perspective of OPSD, the mimicry procedure underly-
ing the modality mimicry paradigm, which we explored last
April, essentially constitutes a form of OPSD for flow match-
ing models. The student generates its own “mistakes” under
arbitrary states and is corrected in real time by the teacher,
which also originates from the same model. The modality
mimicry paradigm was conceived during the early explo-
ration phase, based on the observations exemplified in Fig. 3;
consequently, the modality mimicry section of this paper
does not employ the term OPSD. When viewed from the
OPSD perspective, however, the editing and generation re-
sults of modality mimicry in Fig. 26 and Fig. 27 demonstrate
that OPSD of flow matching models is indeed feasible.
The mimicry methods described in Sec. 3.3 and Sec. C—for
instance, the modality mimic generation feature score loss or
feature loss in Sec. C.2—can also be applied to the OPSD of
image or video flow matching models, such as Z-image [79]
and Stable Diffusion 3.5 Medium [80].

Furthermore, we consider that this modality mimicry
paradigm may also be applied to other favourable conditions
(e.g., more detailed captions, additional reference images,
reference images with better image quality, or views with a
larger visible portion), thereby enhancing the model’s per-
formance or capability associated with those conditions. For
instance, consider a pretrained model endowed with both
T2I and I2I capabilities. The favourable condition might
involve providing a more detailed output caption relative
to the vanilla one, with the corresponding capability being
finer-grained generation or editing quality. Ideally, through
the mimicry methods described in Sec. 3.3 and Sec. C, the
model can achieve finer-grained generation or editing under
simple captions than would be attainable via vanilla super-
vised fine-tuning (SFT). In particular, some self-distillation
methods [81, 82] employ an exponential moving average
(EMA) of the student model weights at the current training
step as the updated teacher model weights to stabilize the
training procedure, whereas our modality mimicry methods
converge stably without resorting to this strategy.

B.2. Modality Self-alignment of Multi-task Models

In Sec. B.1, we generalized the motivation and approach of
modality mimicry into a paradigm which can be viewed from



a distillation perspective. From the perspective of distribu-
tion alignment, meanwhile, the motivation and methodology
of modality mimicry can also be generalized into another
paradigm. Specifically, for tasks that are interrelated, it is
a common view that training them simultaneously holds
promise for mutually enhancing each other’s performance.
In particular, consider two tasks that are isomorphic or in-
verse, and whose input modalities can be represented in a
shared input feature space while their output modalities can
be represented in a shared output feature space. We con-
sider that it is natural to desire the distributions of the two
output modalities generated from the unified model to be
aligned in the shared output feature representation space
when the inputs are also close in the shared input feature
representation space at inference time—that is, modality
self-alignment. However, taking the simultaneous training of
T2I and T2V tasks as an example, the results exemplified in
Fig. 3 indicate that simply training multiple tasks together is
not sufficient in some scenarios. Therefore, we employ the
mimicry methods described in Sec. 3.3 and Sec. C to explic-
itly constrain this self-alignment during training, where the
loss function can be a distribution alignment loss, a feature
score loss or a feature distance loss, thereby bringing the
cinematic realism of the T2I generation distribution closer
to that of the model’s T2V capability. This self-supervised
paradigm, which incorporates the perspective and methodol-
ogy of modality self-alignment, may also be applied to other
multi-task training scenarios if the modality self-alignment
is considered likely to explicitly or implicitly improve model
performance across tasks.

For example, consider a pretrained multimodal model ca-
pable of both generating captions for images with the image
captioning ability and synthesizing images from text prompts
with the image generation ability. At inference time, if one
inputs an image and a text prompt whose features lie close
to each other in the shared CLIP bimodal feature space for
Image-to-Text (I2T) [83] and T2I tasks respectively—say, a
matched text-image pair—then, ideally, the CLIP features
of the generated text caption and image should also remain
close in that feature space. Therefore, the corresponding
post-training can be conducted. Specifically, during the post-
training process, the I2T and T2I tasks are still trained si-
multaneously, and the same match text-image pair can serve
simultaneously as both an I2T and a T2I training sample
in the same training step. The I2T branch can be trained
under the cross-entropy loss with autoregressive next-token
prediction, while the T2I branch can be trained under the
flow matching loss. Similar to the approach described later
in Sec. C.2, for such an 12T and T2I sample pair, one could
compute a CLIP feature loss between the predicted text
caption and the decoded image sampled at non-high-noise
timesteps during training. This may implicitly improve the
image-text alignment and the prompt faithfulness for the I2T

and T2I tasks, respectively.

In this case, the T2I and T2V tasks in this paper are re-
placed by the I2T and T2I tasks, and the image and video
modalities are replaced by the image and textual modalities.
Correspondingly, the distance measure between the output
modalities changes from being computed between estimated
original latents or the corresponding extracted perceptual fea-
ture scores to being computed in the shared bimodal feature
space of a CLIP-like model. Similarly, the two training tasks
could be T2V under different settings, conditioned on low-
quality RGB renderings of a 3D scene representation [84]
along with camera parameters, with the visual modality in-
volved being 2D RGB derived from the 3D representation.

C. Other Attempts During the Exploration

We briefly describe here a small subset of the other methods
and tasks explored during the exploratory phase, in particular
those related to the modality mimicry methods. If readers
are interested, we may supplement with more methods and
tasks explored during the exploratory phase.

C.1. Measures for Modality Mimicry

In April 2025, we also experimented with using Mean
Squared Error (MSE) as the measure of modality mimic gen-
eration loss, applied between the flattened estimated original
latents F (24, ¢ ) and F (2} o) during the modality mimic
generation step:

£mimic, gen, mse — ||]:(2t12v-f70) - ‘F(ét12i,0)||2' (64)

Intuitively, the MSE measure afforded less flexibility in the
learning procedure of modality mimicry, positioning it closer
to a latent space reconstruction loss rather than the distri-
bution alignment loss—one that encouraged the model to
further learn the distributions of abstract visual perceptual
characteristics. This experiment was therefore conducted
to empirically verify that the latter was indeed more suit-
able. Based on our comparative observations at the time,
L mimic, gen, mse €Xhibits noticeably slower convergence speed
and inferior performance in modality mimicry—as observed
by the visual perceptual differences between the T2I out-
puts and the first frame inference results of long-clip T2V
sequences—compared with the Lpimic, gen adopted in this
paper. Similar findings were also corroborated for the modal-
ity mimic editing loss in September 2025, where the MSE
measure occasionally led to abnormal global color flickering
artifacts in the V2V inference outputs.

C.2. Mimicry on Visual Perceptual Feature Scores

While Lmimic, gen Operates on the distribution of the estimated
original latents, in April 2025 we also attempted to inves-
tigate whether, by estimating the visual perceptual feature



score of the decoded latents in the image space and comput-
ing an absolute score loss (e.g., an Lq or Lo loss) between
the estimated cinematic aesthetic feature scores, the T2I gen-
eration distribution could likewise mimic the T2V genera-
tion distribution at the cinematic aesthetic level. Specifically,
following the same sample construction procedure and con-
figurations as the modality mimic generation loss introduced
in Sec. 3.3, we employed an internal cinematic aesthetic fea-
ture score model to obtain cinematic aesthetic feature scores
from the estimated original images D(2},. ;o) and D(2}; ;)
in the image space, and computed the score loss. A higher es-
timated score value indicates better cinematic aesthetics. To
avoid potential estimation errors caused by the score model
(also referred to as a “reward model” in some contexts), the
modality mimic generation feature score loss is set to zero
when the score of the former is not higher than that of the
latter. To ensure sufficient clarity of the estimated original
images in the image space, we restricted the timestep sam-
pling to the non-high-noise regime, specifically within the
timestep interval [15, 860).

Let S°t12v-f,0 = S(D(éév—f,o)) and SCt12i,0 = S(D(étlﬁ,o))
denote the estimated cinematic aesthetic feature scores re-
spectively, where S denotes the feature score model. We
employed the L; loss to compute the feature score loss. The
modality mimic generation feature score loss was formulated
as:

1 1 e o1 1
Lo _ ||Sct2v—f,O - SCtZi.,OHl’ if sCpy.o > SCiis
mimic, gen, score .
0, otherwise.

Empirically, the cinematic aesthetics of the T2I outputs
showed improvement; however, both the convergence speed
and the overall performance were markedly weaker than
those achieved by Lyimic, gen, Which provides a more direct
learning signal for the visual model and is not bottlenecked
by the capacity of the third-party feature extractor.

We also experimented with using the HPSv2 model [85]
to estimate visual perceptual feature scores by simulta-
neously feeding the first frame caption corresponding to
25+ 0 into the HPSv2 model, which yielded inferior per-
formance compared to the cinematic aesthetic feature esti-
mation model. Here, we restricted the timestep sampling to
the low-noise regime, specifically within the timestep inter-
val [80, 390). The feature score model employed here can
also be replaced by any feature score model correspond-
ing to the feature level of interest, such as the PickScore
model [86] and the CLIPScore model. If multiple modal-
ity mimicry sample pairs are constructed within the current
training batch—noting that, in April 2025, for the modal-
ity mimic generation 10ss Liyimic, gen in Eq. (39) with KL
divergence or MSE as the loss measures, we observed this
practice (with the loss for the constructed modality mimicry
sample pairs computed in a batched manner) to accelerate
convergence to some extent, while the number of sample

pairs does not alter the core nature of the method—then it
may be possible to treat the score vectors for the video and
image modalities as two distinct score features, compute a
distributional loss between their softmax-transformed distri-
butions, and thereby obtain an auxiliary score distribution
loss. Furthermore, if score models that can estimate the score
distribution for an image are available, distribution measures
like KL divergence may also be used to compute the modal-
ity mimic generation feature score loss, and the temperature
parameter can be employed to scale the logit inputs of the
softmax function.

Similarly, one could use a perceptual feature estimation
model to extract the visual perceptual features from the de-
coded estimated original latents D(2, o) and D(2y; o) in
the image space (e.g., the features extracted by the feature
score model itself) and compute the corresponding modality
mimic generation feature 10ss Lmimic, gen, feature Detween the
estimated visual perceptual features—for instance, using a
cosine similarity loss—which shares the same motivation as
computing the feature score loss.

C.3. Mimicry on Attention Features

Previous study [87] argues that the key and value features
of the self-attention layers primarily determine the visual
perceptual characteristics of the diffusion model’s genera-
tion distribution, such as style. Therefore, in July 2025, we
also attempted to employ the key and value features of the
self-attention as the medium for modality mimicry. Taking
the modality mimicry generation as an example, following
the same sample construction procedure and configurations
as the modality mimic generation loss introduced in Sec. 3.3,
we extract the self-attention key and value features from the
last DiT block corresponding to the estimated original la-
tents ’ét12v-f,0 and 232]-,0, respectively. Denote the self-attention
features corresponding to the first frame of the selected T2V
sample as K}, ;, Vi3, ;, and those corresponding to the newly
added T2I sample as K}, V3. Then the modality mimic
generation loss with attention features can be formulated as:

I

Lmimic, gen, attn — HK112v—f - Kt121H2 + HV121v—f - ‘/;211 (65)

Based on our comparative observations at the time,
Lmimic, gen, atn alone exhibited a relatively noticeable gap in
both convergence and performance compared to the original
10SS Lmimic, gen adopted in this paper. Nevertheless, it may
serve as an auxiliary loss. In this paper, for the simplicity of
the loss functions, we do not employ this loss.

C.4. Loss-free Modality Mimicry

In July 2025, we also investigated a self-driving form of
modality mimicry that does not rely on a dedicated loss func-
tion. Taking the modality mimicry generation as an example,
following the same sample construction procedure and con-
figurations as the modality mimic generation loss introduced



in Sec. 3.3, we swap the estimated original latent of the first
frame of the selected T2V sample with that corresponding to
the newly added T2I sample. Formally, the swapping proce-
dure can be expressed as: ’ét12v-f,0 “ 7:'112@0- We also exchange
the corresponding estimated noise latents: 2, ;7 <> 2l 7.
These two samples are then used only to compute their re-
spective flow matching losses, in the same manner as other
samples, without imposing a dedicated modality mimic gen-
eration loss. It is worth noting that, in our implementation,
0y in Eq. (3) is computed as 2 — 2, which follows directly
from Eq. (33) and Eq. (34); therefore, the flow matching
loss is inherently tied to Zy and Z7. The overall training ob-
jective for the generation step in Eq. (54) is then reduced
t0: Liotal, gen = LFM, global- The motivation behind this ap-
proach is to encourage the model to learn, in a self-driving
manner, to achieve similar performance on samples from
the two modalities under the same configuration, thereby
encouraging the model’s T2I generation ability to mimic its
photorealistic T2V counterpart. Based on our comparative
observations at the time, the effectiveness of this method was
comparable to that of Luimic, gen, attn» and thus it can serve as
an auxiliary training strategy.

As mentioned previously, the methods introduced in
Sec. C.1, Sec. C.2, Sec. C.3, and Sec. C.4 can also be ap-
plied to the OPSD of flow matching models for improving
the model’s performance.

C.5. Modality Mimicry with On-policy Distillation

In April 2025, while exploring the MSE measure for modal-
ity mimicry, we also attempted to investigate whether the
original T2V generation capability of the pretrained T2IV
model is more suitable as a reference for the T2I genera-
tion ability than the updated capability obtained during the
post-training procedure. To this end, in addition to post-
training the pretrained T2IV model, we introduced an ad-
ditional fixed-weight pretrained T2IV model as a teacher
model. Specifically, in April 2025, following the same sam-
ple construction procedure and configurations as the modal-
ity mimic generation loss introduced in Sec. 3.3, we addi-
tionally duplicated the DiT blocks of the pretrained T2IV
model, freezing their parameters and stopping their gradi-
ents during training, thereby serving as a teacher-like model
Dicacher- The terms {P o F(Zh, ), ¢y, t} in Eq. (30) were
also fed into Dieacher, and the modality mimic generation loss
was subsequently computed using the MSE measure:

~ ~ 2
»Cmimic, gen, frozen = Hf(ztlzv-f,o,teacher) - ]:( t12i,0)|| ’ (66)

where étlzv_m’leacher denoted the flattened estimated origi-
nal first frame latent obtained from Dieacher- Based on our
comparative observations with the pure self-distillation ab-
lation experiment that also employed the MSE measure
at the time, this approach also exhibited a certain gap in
both convergence and performance compared to the original

self-distillation paradigm adopted in this paper. Motivated
similarly, in a validation experiment based on the original
self-distillation paradigm—where we modified Eq. (39) by
stopping the gradient of p}zV_f’O during training—our com-
parative observations at the time also indicated a significant
degradation in both convergence speed and performance of
modality mimicry compared to the original.

Viewed from the perspective of the recently prominent
on-policy distillation literature, on the one hand, the first
experiment demonstrates the feasibility of on-policy distilla-
tion for flow matching models; on the other hand, these two
experiments also indicates that the paradigm adopted in this
paper—where the generation distributions of two modalities
mimic each other during training—is a more appropriate
choice for our scenario. Similarly, the example in Sec. B.2
and the attempted methods in Sec. C.1, Sec. C.2, Sec. C.3,
Sec. C.4 can be adapted into an on-policy distillation post-
training scenario. For instance, one could employ a frozen
pretrained multimodal model as an I2T teacher to enhance
the prompt faithfulness of the T2I task in its trainable coun-
terpart.

C.6. Perceptual Guidance from Clean Images

In July 2025, we attempted to further enhance the model’s
stylized generation capability for both video and image
modalities, building upon the method described in Sec. 3.7.
To this end, similar to the motivation behind Sec. C.2, we
employed a style perceptual feature loss computed in the
image space.

Specifically, during the post-training procedure, we tem-
porarily duplicate each T2I training image into a multi-frame
video for T2V training. For each such image-video sample
pair, let [ and V' denote the T2I and T2V samples in the
image space, and let D(Zi,0) and D(Zy,0) denote the cor-
responding decoded estimated original latents in the image
space, respectively. We randomly sample a single frame
from the first four frames of D(Zyy o)—say, the i-th frame

D(Z0y,0)i—as the observation frame. Using the style per-
ceptual feature estimation model CSD [88], we estimate the
style perceptual features of I, D(Zpi o), and D(Zpy,0)i- The
style perceptual feature loss is then defined as the cosine
similarity loss between the features of the clean image and
each of the two decoded latents:

Lguide, style = 1- % |:COS (¢(I)7 ¢(D(ét2i,0)))
+ cos (¢(I), ¢(6(2t2v70)i)):| )

where ¢ denotes the CSD model. To ensure sufficient clarity
of the estimated original images in the image space, we re-
stricted the timestep sampling to the non-high-noise regime,
specifically within the timestep interval [0, 900).

Based on our comparative observations at the time, this
loss accelerated the convergence of stylistic responsiveness

(67)



Generalizing to Unseen Task — Reference to Video
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“Generate a scene of the woman from Image 1 walking on a seaside beach at sunset, wearing the sun hat from Image 2"

Figure 33. Reference-to-Video (R2V) results with 61 frames and a resolution of 832 x 480 generated at inference. Given an editing prompt and reference images, our model
demonstrates a degree of ability to generate the corresponding video in a natural, prompt-following manner, conditioned on the editing prompt and the visual information provided
by the reference images. It should be noted that the training data of the demonstrated model in this paper does not contain any R2V samples or global R2I samples. We consider
that the model’s capability to generate videos conditioned on reference visual information and a given caption may arise from FlowMimic implicitly transferring the ability to
generate prompt-following motion—acquired from training on T2V and 12V tasks—to the unseen R2V task. Moreover, our pixel-wise temporal warped flow field enables the model
to learn how to maintain the reference visual information consistently over time from the online generated multi-reference video editing samples. Together, these two abilities
allow the model to demonstrate a certain ability to preserve the reference visual information across generated video frames while generating natural and plausible actions in a
prompt-following manner. Besides, the first example demonstrates that the model has implicitly learned to employ its visual editing ability to the unseen R2V task, for instance by
changing the clothes of the subject and adding sunglasses to the subject appearing in the reference visual information.

for stylized T2V. In terms of T2I performance, it enhanced
the style accuracy (i.e., how closely the visual style of
the generated image matches the style keywords specified
in the prompt) and aesthetics of stylistic responsiveness,
while also, somewhat unexpectedly, improving the aesthetics
and prompt faithfulness of generations under non-stylized
prompts. We consider that this method can also be general-
ized to other feature levels of interest. Besides, for method-
ological simplicity, we did not adopt this incremental method
in this paper.

C.7. Additional Reference Injection

In August 2025, beyond the reference-inject self-attention
mask described in Sec. 3.5, we also experimented with an-
other method to strengthen reference information injection
via cross-attention. We briefly introduce below. For each
reference element, we extract a per-reference visual rep-
resentation by taking its first frame and encoding it with
two pretrained encoders: Dinov2-giant [89] and OpenCLIP-
xlm-roberta-large-vit-huge [30], whose outputs are concate-
nated to form a single reference visual feature. For the target
element, the corresponding feature is set to a zero-valued
feature of the same shape as the reference visual feature.
Each element’s visual feature is then passed through a zero-
initialized MLP with negligible parameters to map it into
the cross-attention embedding dimension of the pretrained
T2IV model. Subsequently, additional projection layers cor-
responding to the visual features project them into query and
key features respectively. An element-wise cross-attention
mask restricts attention so that each element can attend only
to its own visual feature; the resulting cross-attention output
is then added to the original text-conditioned cross-attention
output to produce the element’s final cross-attention stream.
During training, we drop out each reference visual feature
with a small probability. At inference, we include the visual
classifier-free guidance (CFG) [90] to the original text CFG.
Although this cross-attention injection improved reference

preservation to some extent, we considered that it departed
from our design principle of keeping the model architec-
turally clean. Accordingly, the model in this paper does not
include this design.

C.8. Reference-to-Video task

In September and October 2025, we attempted the Reference-
to-Video (R2V) task and enabled the model to exhibit the
corresponding ability. Specifically, for a global Reference-
to-Image (R2I) image sample, we employed the pixel-pair
temporal warped flow field to generate a motion video with
static or dynamic camera movements from the target image.
This video served as the target element for the R2V video
sample, and motion captions were incorporated into the orig-
inal target caption. Here, the global R2I task referred to
generating a target image according to the reference images
and a global editing instruction—for example, “Place the
woman from Image 1 and the child from Image 2 together
on a beach”, “Change the camera angle of Image 1 to a top-
down view” or “Generate an exploded-view diagram of the
toy model shown in Image 1”. Following the same sample
construction procedure and configurations as the modality
mimic editing loss introduced in Sec. 3.3, we also applied
the modality mimic editing loss to the R2V samples and the
corresponding newly added R2I samples.

Simultaneously, for a T2V sample, we used a YOLO [91]-
based detection model during training to detect the subjects
in the first frame online, cropped the corresponding bounding
box region, and then applied rotation or flipping to it. The
processed results were used as the reference elements for the
Subject-to-Video (S2V) [75, 92] sample—a special form of
R2V sample—while the latent frames from the subsequent
five latent frames were used as the target element.

It is worth noting that, during the exploratory stage, we
observed that the model exhibited a certain degree of R2V
capability regardless of whether the R2V task and global R2I
task were excluded or included without using S2V samples



constructed from T2V samples. For example, the results in
Fig. 33 demonstrate that when R2V and global R2I training
samples were not included, the model still exhibited a certain
degree of R2V capability. This suggests that our pixel-pair
temporal warped flow field enables the model not only to ac-
quire video editing capabilities from image editing samples,
but also to generalize—through joint training with the T2V
task—to tasks such as R2V, which demand both temporal
editing and temporal generation abilities. Furthermore, un-
der the condition where the R2V task and global R2I task
were included without using S2V samples constructed from
T2V samples, we conducted an ablation experiment on the
video editing samples, R2V samples and the modality mimic
editing loss. It was observed that they improved the editing
quality—for example, the aesthetics of stylization, relighting
and color tone adjustment—as well as the identity preserva-
tion of the subjects in the reference images, for the model’s
image editing performance at inference time.

In this paper, to verify the effectiveness of the pixel-pair
temporal warped flow field in enabling the model to learn
video editing capabilities from image editing samples alone,
the R2V task was not included during training. This was to
prevent the R2V samples, which were partially constructed
from T2V samples, from potentially conferring video edit-
ing abilities to the model and thus introducing confounding
factors. Meanwhile, we observed that there was occasional
confusion between the editing instructions and the target
images in the global R2I samples—for instance, an editing
instruction specifying a local editing while the target image
corresponded to a global editing effect. Therefore, to main-
tain data cleanliness, the model demonstrated in this paper
did not employ the global R2I training samples.

C.9. Addressing Excessive Mimicry Parameters

In April 2025, we intensified the influence of the modality
mimic generation loss in various ways to observe phenom-
ena under extreme hyperparameter settings—for example,
increasing the modality mimic generation loss weight by
orders of magnitude, setting Nmimic gen t0 1, incorporating
the additional distribution measures—namely, the Jensen-
Shannon (JS) divergence and the Hellinger distance—as loss
functions, and substantially increasing the number of con-
structed modality mimicry sample pairs at each modality
mimic generation step, with the modality mimic generation
loss subsequently computed in a batched manner between
the two groups of sample pairs corresponding to the video
and image modalities, respectively. For brevity of notation,
in the following of this subsection, we still formulate under
the setting where a single modality mimicry sample pair is
constructed at each modality mimicry step. When all of the
exemplified extreme hyperparameter settings were in place
and the modality mimic generation loss weight exceeded
an extreme threshold, although the convergence speed and

performance of modality mimicry improved, the logit inputs
of the softmax function (2}, ) and F (2} o) in Eq. (37)
occasionally exhibited a value at a same particular logit entry
position (e.g., both at the fifth logit entry position) that was
much larger than the values at all other logit entry positions,
and these two values were also numerically close to each
other.

From the model’s perspective, this reduces Lyimic, gen i
Eq. (39), because it causes both p,, ¢ and py; , in Eq. (37)
to become peaked distributions at the same particular logit
entry position, making the two distributions similar to each
other and thus yielding a relatively small value of Liimic, gen;
however, this is not the desired natural learning procedure.
We first introduce several common approaches, such as ap-
plying temperature scaling to the logit inputs, normalizing
the logit inputs, using a regularization loss to smooth the
logit inputs, and imposing an entropy maximization loss on
the probability distribution py, ¢ .

* Temperature scaling. The logit inputs are divided by a
temperature parameter 7, which is either held constant
or annealed from an initial value 7, to a final value 7.
(with 74 > 7o) aclcording to a linear orlcosine schedule:
f(’étlZV—f,O) = f(ziv_f’())af(étlzi,o) = f(sz)- Lunimic, gen 1
then further multiplied by 72 to preserve scale.

* Normalizing the logit inputs. Let 1 and o denote the mean
and standard deviation of F(2}, (). Then F(2}, o) =

-7:(2[12v-f,0)_ﬂ (21 _
oo and analogously for F (Z0i.0)- Epet = 1 X

10~8 is a small perturbation.
* Regularization loss to smooth the logit inputs. This
regularization loss is defined as Lpimic, gen, reg, 2v-f =

(max | F(£hy.10); |)2, where j indexes over the flattened
¢ :

feature dimensions. And analogously for Luimic, gen, reg, ©2i-

* Entropy maximization loss. The entropy of the distribution
1 . . . . _
ptzv-f,() is maximized via »Cmimic, gen, entropy — — adaptive *
i 1 1 1

H(ppytp), where H(pp,.g) —Piov-£0 108 Pioy-£05

Qtadaptive 1S an adaptive weight inversely proportional to

H(ply.1o) - 7» and 7 is the temperature described in tem-

perature scaling.

The above strategies were primarily intended to prevent
the probability distribution of the logit inputs from tending
towards a sharp, single-point distributions, yet none pro-
duced a discernible effect in our experiments. For instance,
a large constant temperature can avoid the aforementioned
phenomenon, but it leads to blurred generation results during
inference; conversely, a smaller temperature fails to pro-
duce a noticeable mitigating effect. After conducting experi-
ments and analyses on the distribution measures—namely,
the KL divergence, the JS divergence, and the Hellinger dis-
tance—as well as on the operations related to the softmax
function, we devised the additive-dimension strategy, which
can eliminate this phenomenon whilst preserving the origi-



nal modality mimicry effect and introducing no adverse side
effects during inference.

Specifically, we appended an extra dimension to both
F(Zhy.10) and F (2, ), setting its value to & times the ob-
served maximum value, denoted as c¢,qq, and kept this value
fixed throughout training. The value of k£ depends on the
training scenario: £k = 1.3 if we continue training from a
model that has already exhibited the described phenomenon,
and k£ = 1.1 if we commence post-training directly from the
pretrained T2IV model. Formally, we define:

f(étIZv-f,O) = [‘F(étlZV-f,O)7Cadd]a

~ (68)
]:(2112i,0) = [-7:(5321,0)7 Cadd] .

Subsequently, F (2y.t,0) and F(%h; ) are used to com-
pute Liimic, gen following Eq. (37), Eq/. (38) and Eq. (39).
Accordingly, the softmax logit inputs for the JS diver-
gence and the Hellinger distance measures are also re-
placed by F(Zh,;o) and F(2}; ). After applying the
additive-dimension strategy, the described sharp value pair
in F(2h,10) and F(2} o) gradually diminished until they
disappeared completely (if continuing training from a model
that has already exhibited the phenomenon) or never emerged
at all (if post-training from the pretrained T2IV model); that
is, the constant c,qq enables the softmax function to locate
a logit entry position with extremely high probability from
the very beginning, ensuring that the loss value remains rel-
atively small, and thus allows other logits tokens to learn
gently and without undue pressure even under extremely
large loss weights. Whilst such extreme settings receive little
attention in practice, and the described phenomenon may
occur only under these extreme conditions, we nevertheless
briefly describe the method here, as we consider it possesses
some probabilistic interest.

Finally, we kindly ask for the readers’ understanding
regarding any possible insufficiently detailed descriptions,
descriptive errors, or symbolic errors that may cause con-
fusion. Interested readers are most welcome to share their
valuable corrections.



	. Introduction
	. Related Work
	. Extensive Image Editing Datasets
	. Video Editing Data Curation Paradigms
	. Video Editing Paradigms
	. Task-specific Editing Models
	. Unified IV Editing and Generation Methods

	. Methodology
	. Preliminary of Wan2.1 and Flow Matching Loss
	. Pixel-pair Temporal Warped Flow Field
	. First Frame Modality Mimic Loss
	. Sense Losses
	. Model Architecture Adaptation to Editing Task
	. Miscellaneous editing task specifics
	. From stylized T2I to stylized T2V

	. Experiments
	. Implementation Details
	. Benchmarks
	. Qualitative Video Editing Results
	. Qualitative discussion on the methods
	. Stylized T2V results

	. Conclusion
	. FFP Details and Color Block Abstraction
	. The Modality Mimicry Paradigms
	. On-policy Self-distillation of Flow Matching
	. Modality Self-alignment of Multi-task Models

	. Other Attempts During the Exploration
	. Measures for Modality Mimicry
	. Mimicry on Visual Perceptual Feature Scores
	. Mimicry on Attention Features
	. Loss-free Modality Mimicry
	. Modality Mimicry with On-policy Distillation
	. Perceptual Guidance from Clean Images
	. Additional Reference Injection
	. Reference-to-Video task
	. Addressing Excessive Mimicry Parameters


